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ABSTRACT
In recent years, Additive Manufacturing (AM) has advanced from its ubiquitous
function of design validation to biomedical and biomimetic engineering, rapid tooling,
tissue engineering, the arts and even food manufacturing. Though the corresponding
scale reduction of the manufactured models did not coincide with improving two of the
most important process characteristics, namely print accuracy and build time. This
research aims to formulate a computational framework for computing the maximum
build volume for given non-circular aperture extruders and printing machines that
have 3, or perhaps higher numbers of degrees of freedom (DOF), and also generate
suitable print head motions given heuristic quality constraints. As a first step, the
proposed formulation computes the accessible configuration space of a n-DOF AM
machine. This subset of the joints workspace corresponds to the geometry which
closest approximates the input model (i.e. the maximum build volume), and is
instrumental in planning the final (temporal) motion of single or even multiple,
collaborative print heads. Additionally, the proposed method allows the ranking of
multiple extruder shapes based on their respective maximum build volume deviation
relative to the nominal geometry. The second step consists of generating suitable
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n-DOF trajectories of the material deposition apparatus. The heuristics used in this
research pertain to the overlap volume between subsequent traces and the surface
quality. This generic trajectory generator offers support for both traditional AM
machines with 2.5-axis and circular extruders, as well as emerging AM techniques
including robotic 3D printing with arbitrary shaped deposition stencils. Additionally,
the proposed motion planning solution is not process specific and can be applied in
theory to any multi-DOF Additive Manufacturing technique. The overall formulation
makes no assumption about the number of machine DOFs, nor about the planarity
of the target geometry, making it applicable to future AM technologies such as 6-axis
printing with non-planar layers, and layerless Additive Manufacturing.
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Preface
I began exploring this research topic in 2011 as a graduate student, working in the
Computational Design Lab at the University of Connecticut. As a first goal, I set to
derive a mathematical framework for computing multi-parametric solid sweeps (i.e.
the volume swept by a solid geometry undergoing a multi-parametric motion) and
study their engineering applications. Particularly the physical meaning of folding
regions when the sweep generator moves according to a non-temporal (or sometimes
called geometric) motion.
Around the same period I became interested in the topic of 3D printing which
was a more than enough motivation to join the 3D Printing Club at UConn. My
involvement there surpassed the duties of a regular member. Putting to good use my
work experience in industrial metrology coupled with years of ”play” in my father’s
CNC machine shop, I gradually started repairing different models and types of 3D
printers and other scientific equipment. This in turn gave me a deeper understanding
of the 3D printing process limitations and provided an intimate familiarity with
Additive Manufacturing as a whole. My efforts in improving the printing accuracy
were mostly revolving around tunning the process parameters such as temperature
and filament flow. However, I soon discovered that the machine configuration (a
viii
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classic 2.5-axis architecture) was playing a far more significant role in determining
the surface quality and its accuracy, even though I was using professionally made,
and dare I say over-engineered, equipment.
This lit the spark, the idea that 3D printing as a process should not be designed
around arbitrary choices of machine configurations. Having an undergraduate degree
specializing in Industrial Robotics, I quickly built a 3DOF robot arm (ironically, using
a classic 2.5-axis FDM printer) to conduct experiments under this paradigm.
The first milestone was to develop a general method which can compute the
”manufacturable” geometry of an input model, regardless of the particular machine
configuration or the stencil used to deposit the material (e.g. the shape of the
extruder’s aperture).

This was an excellent application of the multi-parametric

sweeps theory developed earlier, and made full use of its non-specific geometric
representation.
Computing this manufacturable geometry (in the dissertation, a term I refer to
as Maximum Build Volume) provided a great insight about what can potentially
be built using machines with increased degrees of freedom. The next puzzle piece
came in the form of a natural question: how exactly will the parts be created?
I started pondering about this while working with a few non-intuitive and closedplatform 3D printers, which further motivated me to undertake the challenge of
expanding upon the vast pool of knowledge pertaining to 5-axis CNC path planning
and robot motion synthesis. To begin answering this question, I have decoupled
the path planning phase (largely a geometric problem) from the motion generation
task (traditionally a controls problem). Since this research was conducted from a
Computational Geometry perspective, I decided to focus only on the path planning

x
task and leverage the fact that motion generation with n Degrees of Freedom can be
delegated to well-known and open-source ROS modules.
Trajectory synthesis in the context of Robotic 3D printing proved to be a very
delicate problem, especially if the deposition apparatus is not rotation invariant (i.e.
non-circular extruders, flat laser beams etc.). The motion planner that I developed
and present in this thesis supersedes existing motion planners, setting a new direction
of Rapid Prototyping which does not employ planar slicing or build layers in the
traditional sense. At the same time, it elegantly encompasses a broad range of
Additive Manufacturing technologies, including but not limited to Fused Deposition
Modeling, Laser Melting, Stereolitography and more.
This thesis is my original intellectual product and subsumes the core research I
have conducted at UConn during my Ph.D. program.

I hope you enjoy your reading.

Radu Ioan Corcodel,
Storrs, Connecticut
April 2019
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Chapter 1
Introduction
Additive Manufacturing (AM) is the technological process of creating products by
joining material, usually in a layer-by-layer approach [164]. This is the complementary
operation to conventional machining such as milling, turning, lapping, etc. (i.e.
subtractive manufacturing) where material is gradually removed from an oversized
stock. Additive Manufacturing has been established as a reliable technology for
creating semi-finished products at a significantly lower production cost and in most
cases with near zero material waste [19]. In addition, AM allows the user to fabricate
parts with virtually arbitrary complexity geometries, which would be otherwise very
difficult, if not impossible, to develop using traditional (subtractive) techniques.
Another key advantage of many AM techniques, besides the virtual lack of restrictions
imposed to the parts’ geometric complexity, is that the size of the build generally does
not influence the tolerances of the finished geometry. Coupled with a rich variety
of materials that can be used in the process, including metals, thermoplastics and
ceramics, AM has not surprisingly become an important manufacturing technology
1
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not only for prototyping but also for low-volume production runs.

1.1

Applications of AM

This introductory section will try to synthesize a brief list of the most important
applications of Additive Manufacturing in the overall field of engineering, medicine,
the arts and even food preparation. Since this section is not intended to be an
exhaustive survey on this topic, the reader is encouraged to visit Wohlers et.al. [178]
for a fascinating history review of AM since its first industrial applications.

Rapid prototyping
One of the initial applications of AM, going back to the mid-1980’s, is the Rapid
Prototyping of sample parts using Stereolitography (SLA). Until then, most mockups used in mechanical design were laboriously hand-crafted or molded in investment
castings. Rapid Prototyping, and particularly SLA, revolutionized the product design
life-cycle because it allowed engineers to not only visualize and build 3D assemblies in
the earliest stages of the Product Landscape Management, but also to concurrently
design and test various manufacturing paraphernalia such as fixtures, assembly jigs,
manipulators and testing rigs required for the production runs. This paradigm shift
had a significant impact in the fast-changing industry of consumer electronics [173]
in the early 1990’s, where the life-cycle of components was designed for no more than
a few years. Rapid prototyping (RP) helped speed up the design-to-product time by
simply allowing the production lines to be set up as the product design was maturing.
Another great benefit of RP, particularly important for consumer products, was that

3
several designs could be quickly developed and simultaneously tested directly on the
market using aggressive marketing campaigns and focus groups.

Industrial design and the arts
As AM technologies became more accessible, digital artists could also use them to
express their vision in completely new art forms. Computational architecture is a
prime example where 3D printing and machine learning can be used to generate
intricate architectural structures for interior design [75]. Smaller devices such as handheld 3D pens [1] allows creators to sketch 3D sculptures free-hand to help visualize
larger projects. Sculpting was not only left to the static displays. Designers Xuedi
Chen and Pedro G. C. Oliveira developed ”x.pose”, a thought-provoking data-driven
human wearable sculpture using reactive displays, which exposes parts of the body
based on the amount of data collected from the wearer [183], in a creative endeavor
to underline the consequences of ”data harvesting” in an increasingly technological
society. Other ideas include street art, 3D replicas of classic paintings, self-portraits,
toys, jewelry, fashion accessories etc.

Food manufacturing
In recent years Additive Manufacturing found its way into food production as well
[103]. At the time of writing this dissertation, commercially available 3D food printers
[107] can be used to directly manufacture edible products such as cookies, pies,
pizza and pastries. 3D food printing could also potentially reduce food waste by
using dedicated non-perishable cartridges instead of whole ingredients. This idea
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was also experimented by several Space Agencies to produce not only food for longterm missions but to also manufacture drugs, vitamins and other supplements, with
a custom nutritional content tailored for each crew member, based on their specific
genetic makeup and biometric information.

3D printed housing
In civil engineering, techniques for 3D home printing in developing countries reduced
significantly the manufacturing costs and a virtual zero material waste [101]. Some of
the advantages of 3D home printing include a better thermal insulation, high thermal
mass, near zero waste and a broader design variety.

Tissue and organ engineering
Tissue engineering [116][180][182] is the task of manufacturing functional tissue in
regenerative medicine. In this field, 3D printing shows a remarkable improvement
in generating the underlying scaffold, and also the functional macro-scale tissue
[147]. The technology for fabricating soft tissue (i.e. for organ regeneration) uses
bio-degradable polymers in a scaffold-free structure to offer the structural support
and enable proper cell proliferation in forming the functional tissue. Hard tissue
engineering, such as bones and cartilage, uses more traditional 3D printing techniques
such as Selective Laser Sintering and Material Jetting (see Section 1.3 for a more indepth description of several AM technologies). The scaffold is usually bio-degradable
as well but at a slower rate, allowing the underlying organic tissue to gradually develop
its own structural stability. In medical trials, tissue 3D printing shows promising
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results such as an improved host integration and vascularization of the engineered
tissue.

Prosthetic devices
Another remarkable application of AM for the bio-medical segment is the custom
fabrication of prosthetic devices [86][99]. One of the most important benefits of 3D
printed prosthetic limbs is that they can be custom fitted to the patients physical
build and also for a specific set of tasks they are trying to achieve, ranging from
driving to common household tasks. An added benefit of these prostheses is that
they are significantly lighter that their conventional counterpart which makes them
more comfortable to wear and easier to use. The significantly lower manufacturing
costs allow physicians to test several designs prototypes which fit more comfortably
and have a more realistic design. As additive manufacturing becomes more accessible
to the general public, particularly the Fused Deposition Modeling technique, patients
can even custom design attachments themselves, or even an entire assistive device
to better fit their needs at a fraction of the cost of a professionally made traditional
prosthetic device. The open-source community, particularly the Maker Movement,
has also made important contributions in this field by releasing geometric models of
different body parts, most of them parametrized by gender, age and several other
physiological characteristics, which can then be used as an advance starting point
into designing custom assistive devices. Through Additive Manufacturing, the field
of assisted living brought together the most diverse group of contributors from all
areas of engineering including mechanical and robotic engineers, clinicians, designers,
artists and 3D printing enthusiasts to name a few, in a joint effort to share, innovate
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and improve 3D printable prosthetics.

Nano-fabrication
Nano-fabrication (i.e. manufacturing of components where at least one dimension
is less than 100 nanometers) [173] can be successfully achieved with the aid of
Additive Manufacturing as well. A few current applications include the fabrication of
nano-scale batteries using thin deposits of lithium-infused polymers. This allows the
components to be arrayed on flexible substrates, paving the way forward to hyperelastic batteries and displays. Other applications leverage the physical properties of
the deposited material; such examples include reinforcing macro-scale components
with carbon nano-tubes, or promoting electric and thermal conductivity of polymers.
Although there are so many applications that use 3D printing in various forms,
this thesis focuses on the technical process characteristics of 3D printing. Namely we
focus our attention on the precision of the 3D printed part and how to build models
with higher accuracy.

1.2

Two primer examples

The core idea of this thesis is to develop an accessible Additive Manufacturing
process (in terms of costs and simplicity of the equipment design) with superior
build accuracy1 of the 3D printed parts, without negatively affecting the required
build time2 . In this thesis I will expand on the notion of printability analysis and
1

The fidelity of the manufactured part compared to the intended design
The total time required to complete the build. Section 1.6 introduces some of the common
terminology used throughout the thesis
2
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discuss some key process characteristics that ultimately define the accuracy of a
3D printed part. Even though the following examples are tailored specifically for
Fused Deposition Modeling (FDM) processes, the concepts are applicable to other
AM implementations such as stereolytography.

1.2.1

Non-circular extruders and planar layers

This first example (Figure 1.2.2) illustrates the accuracy of a 3D printed planar layer
obtained with a current 2.5-axis FDM printer. The layer was arbitrarily chosen
by slicing the model in Figure 1.2.1 at some z -value. For more details about the
FDM process, Section 1.3 describes some of the most popular Additive Manufacturing
technologies to date, including some of their advantages and disadvantages. Figure
1.2.1 shows the CAD model of a Smilodon (Saber-tooth cat) which, for illustrative
purposes, we wish to 3D print as a sub-miniature model using an affordable AM
technique (i.e. FDM, Section 1.3). The FDM process requires the 3D geometry to
be approximated with planar layers perpendicular to some arbitrarily chosen build
direction z. The 3D printer then sweeps the interior of each target contour, called
infill, in a planar XY motion (see Figure 3.2.1 in Section 3.2 for an in depth discussion
about computing the planar infill). In this example, the sample contour (shown with a
dotted line) is intentionally chosen to contain a range of features difficult to reproduce
on an FDM machine. As expected, the classic extruder having a circular aperture will
cover as much of the target geometry as possible without over-extruding (i.e. moving
outside the layer boundary) and as a result, a large surface of the nominal geometry
cannot be printed. In which case, the accuracy of the build becomes unreasonable
even for general-purpose builds, let alone for medical or scientific purposes.

8

Figure 1.2.1: 3D model of a Smilodon (Saber-tooth cat), with the jaw omitted for clarity [56].
This sub-miniature 3D model will be replicated on an FDM machine using a classic layer-by-layer
construction. A sample layer boundary is shown with a red dotted line.

Currently, the only known method of ameliorating this undesirable effect and still
use FDM, is to reduce the size of the extruder aperture. The disadvantage of this
approach is that the build time (i.e. the total wall time required to complete the
3D printing process) significantly increases and in many cases from a few hours to
days. Additionally, since the problem is symptomatic of the geometry of the circular
extruder, the geometric deviation of the build is only mildly improved. However, any
gain in build accuracy will likely be completely negated by the unpredictability of the
FDM process at slow speeds and low flow-rates. In many situations the low speed of
the hot-end will cause the built part to overheat which in turn will lead to warping,
peeling and over-extrusion. Current practice will suggest abandoning the FDM print
and switch to a more fine-grain technology such as Selective Laser Sintering (see
Section 1.3), but for many users this technology is inaccessible due to the excessive
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costs and maintenance. Therefore, quality miniature and sub-miniature builds tend
to be unattainable for the vast majority of users and thus severely limiting the
accessibility of 3D printing technologies especially in regions with emerging economies
or impoverished nations.
To alleviate this serious shortcoming I propose moving away from the classic design
of the extruders and replace the circular opening (i.e. rotational invariant with respect
to the center axis) with arbitrary geometry apertures. For example, an elliptical or
thin slit aperture is non-symmetric with respect to the extruder center-point. The
high aspect ratio of an asymmetric aperture will allow the extruder to resolve finer
features while at the same time, maintain a high material flow so the build time is
not affected. Figure 1.2.2 shows a comparative analysis of the maximum printable
surface obtained with a circular extruder in Figure (a), and an elliptical extruder
shown in Figure (b), under FDM. The planar cross-section is taken from Figure 1.2.1
and contains several small features difficult to resolve using FDM. Figure 1.2.2(a)-(3)
shows a large unprintable surface area where the extruder cannot move in without
extruding outside the layer boundary.
Although in this example this undesirable effect is emphasized by setting the
nozzle size to a value comparable to the layer’s overall surface area, regions of underextrusion and ”unprintable” features are common with FDM even with large builds.
For example, if the 3D model contains fins or other small features, these will generally
be ignored by the slicing software. On the other hand, if the extruder would have
a non-circular aperture, such as an elliptical opening as depicted in Figure 1.2.2(b),
and the machine is equipped with a third degree of freedom (DoF) in the form of a
rotation about the extruder’s center axis, the maximum printable surface increases

10

Figure 1.2.2: Maximum printable surfaces for the planar contour highlighted in Figure 1.2.1
using: (a) a conventional circular extruder, and (b) an elliptical extruder which can execute a
general planar motion (3DOF). For both figures the labeled components represent: (1) the
extruder aperture, (2) the maximum printable surface, and (3) the remaining unprintable surface.

significantly. This increase is due to the high aspect-ratio of the asymmetric aperture;
the extra degree of freedom allows the nozzle to ”visit” much smaller features of the
target geometry, regardless of the feature’s orientation in the plane. At the same time,
the extruder can be maneuvered with an increased dexterity inside the target contour
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(”tall”-wise) to resolve the bulk of the surface area in as few motion interpolations as
possible and thus the build time will not be adversely affected. And as a final note,
since the extruder aperture has not changed significantly its overall surface area, the
flow-rate of the extruded material will remain largely the same. A possible extension
of this new paradigm would be a fluid flow analysis given arbitrary shaped extruder
apertures but since this dissertation is developed in a more Computational Geometry
framework, this analysis would be out of scope.

1.2.2

Robotic 3D printing: layerless build

Building on the idea of improving the accuracy of the 3D print, this next primer
example shows the advantage of mounting an FDM extruder on a machine with
multiple DOF such as a robot arm.
Figure 1.2.3 illustrates the 3D model of a knee implant for total knee reconstruction.
The tibial and femoral components (manufactured by 5-axis milling) while the cruciate
ligament replacement (PCL) is made of a cross-linked polymer. Traditionally this
component was injection molded for an accurate fit but with the advancement of
rapid prototyping, the same PCL component can be manufactured using 3D printing
techniques at a fraction of the cost with virtually zero lead time. The AM technique
that closest resembles an injected polymer part would be stereolitography (SLA)
or selective laser sintering (SLS), (see Section 1.3 for a description of the more
popular AM technologies). Both SLA and SLS processes are more affordable than
injection molding but they are also some of the costlier AM techniques. The main
disadvantage of using SLS though, is the porosity of the 3D printed part. Since
the PCL replacement will be subjected to periodic impact and high static load, the
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geometry accuracy of a porous component will quickly degrade and its dimensions
will go out of tolerance.

Figure 1.2.3: Human knee implant (posterior-stabilized design) for total knee reconstruction,
exploded view [114]. The label components represent: (1) tibial component with stem, (2) femoral
component and (3) posterior cruciate ligament (PCL) replacement. In this example the PCL
component will be 3D printed with FDM and coarse layers to improve mechanical stability.

Fused Deposition Modeling is one of the few AM techniques where the air gap
between subsequent traces and layers can be accurately controlled, and if so desired,
reduced to zero (i.e. no porosity), which means FDM can potentially be one of the
very few feasible rapid prototyping techniques for load bearing medical applications.
The material selection is also very broad and includes functionalized polymers such as
ceramics (for improving friction coefficients), copper and steel alloys (for structural,
electrical and thermal properties), wood, fiberglass etc. At the same time, FDM is
one of the most wide-spread and affordable AM technologies, and features minimal
maintenance costs, near-zero material waste, safe handling and disposal of the raw
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material, and a selection of bio-compatible materials.

Figure 1.2.4: FDM build of the PCL component depicted in Figure 1.2.3(3). The right figure
shows the planar slicing toolpaths of the circular extruder. For clarity, all infill traces are omitted
to emphasize the staircase effect of a high strength (i.e. course) build.

Figure 1.2.4 shows a rendering of a 3D printed PCL replacement where a circular
extruder is used on a classic 2.5-axis FDM printer. The 2.5-axis configuration allows
the extruder to pan (i.e. translate) in the plane of each sample layer such that
it can deposit material according to an infill style (constant curve offset, regular
grid, triangular or hexagonal infill etc.). To accentuate the effect of the model
approximation using planar slices, in this build the infill is omitted. This reveals
how the as-manufactured geometry deviates from the nominal shape in areas with
low elevation gains on the chosen z-axis (in this example, where the rotator cup of
the femoral component will sit) where a planar discretization cannot accurately track
small changes in the surface’s elevation. This staircase effect, although undesirable, is
unavoidable because it is a product of the fundamental paradigm of approximating the
3D geometry using planar slices with constant spacing. Although the build direction
can be arbitrarily chosen, free-form surfaces such as the one shown in Figure 1.2.4
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generally cannot be accurately tracked in a 2.5-axis machine setup.
The inability of a 2.5-axis machine to accurately track a 3D free-form surface was
investigated for traditional machining long before Additive Manufacturing emerged,
and resulted in the introduction of 5-axis milling centers (CNC). In a CNC mill
setup, the full 6DOF configuration of the spindle relative to the table is determined
by two 3D rotations and three translations. In the context of AM, the process of
generating three-dimensional paths using n-DOF is still not well understood. A few
recent publications [88][131] delve into this subject but unnecessarily constrain the
deposition stencil to a circular shape. FDM is one of the few AM techniques where
the active component (the extruder in this case) can be 6D-positioned with respect
to the build because the machine kinematic configuration does not define the process.
This makes FDM a prime candidate for full 3D surface tracking using 6D point
interpolations, without the need of approximating the nominal geometry with planar
layers (i.e. layerless builds).

Figure 1.2.5: Layerless FDM build of the PCL component from Figure 1.2.3(3) using 6D point
interpolation. The right figure shows path of the circular extruder’s centerpoint. All tool paths are
generated as geodesic offsets from a seeding curve. The initial curve is automatically computed as
the set intersection between a planar surface (the 3D printer’s bed) and the target geometry.
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Figure 1.2.5 shows a rendering of the PCL component discussed earlier as an
FDM build using 6D point interpolation. For simplicity, the extruder is presumed to
have a circular aperture (because that makes the axial angle of the extruder rotation
invariant) and mounted on any print-head that can execute fully 3D trajectories.
The paths are calculated as geodesic curve offsets (of constant offset value) from
some initial curve.

This initial curve can be for example the model’s footprint

on the 3D printer’s build plate. The choice of geodesic offsets is justified because
we would like to maintain constant overlap between subsequent traces as the build
progresses. Also, this allows a more accurate tracking of the nominal surface. The
only disadvantage of using geodesic curve offsets is that they are notoriously hard to
compute for arbitrary shapes, unless the surface is implicitized or given as a ruled
surface. Chapter 3 describes an alternative method to geodesic offsets that is not
only computationally efficient but can also be easily implemented without the need
of a commercial geometry kernel [138]. Compared to the results in Figure 1.2.4, the
3D tool paths are approximating the nominal geometry with a substantially higher
fidelity without the need of small aperture extruders or modulating the flow rate.
Motion planning is also fairly straight forward even if the kinematic complexity is
much higher, by borrowing well established control techniques such as online motion
planners [166] or possibly even imitation learning [186].

1.3

Current Additive Manufacturing technologies

This section introduces some of the most common Additive Manufacturing techniques
currently used in the industry. For an exhaustive review of all AM technologies
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developed in the past few decades, the reader is directed to [178]. The current
technologies in AM tend to emphasize a few aspects of the process design (such
as material warping, inter-layer delamination, etc.) but ultimately, it conforms to
the pre-determined paradigm of discretizing the fabricated part into planar slices of
set thickness, perpendicular to a given build direction. This discretization process
is prototyped not only into the kinematic configuration of the AM machines, but it
is also rooted into most fabrication technologies, thus severely limiting the options
for improving the manufacturing process. As this dissertation will show (Section
2.2.1), layerless Additive Manufacturing significantly improves, at least conceptually,
the build accuracy of the finished part. Additionally, the build time can potentially
be shortened if the stencil which deposits material is allowed to have a non-circular
shape. The techniques described in the following paragraphs are analyzed based on
build accuracy and build time versus the manufacturing cost, and the required effort
to potentially convert the existing techniques to layerless printing.

1.3.1

Laser polymerization

Additive Manufacturing technologies which use polymerization rely on a phase change
of a photosensitive liquid resin when exposed to UV radiation. The UV light is usually
supplied by a low intensity laser. The most direct implementation of this technique
is Stereolithography (SLA) [41][84][117][188], where the 3D part is built in a chamber
filled with a liquid polymer resin (see Figure 1.3.1). A scanning mirror directs the light
beam coming from a Laser onto the surface of the liquid ”bath” and thus polymerizes
a thin planar slice of the 3D model. The print platform is then submerged by a fixed
amount and the process is repeated for the next slice. The printed models resulted
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from an SLA process require a lengthy curing time under UV lights which severely
impacts the part’s lead time. Combined with a relatively lengthy build time for each
layer, SLA remains to this date one of the slower AM technologies.
A similar technique to SLA is Liquid Thermal Polymerization (LTP)[136], with
the difference that the liquid polymer is thermo-sensitive instead of photo-sensitive.
A very interesting implementation of laser polymerization is the Beam Interference
Solidification (BIS)[136]. In this case two laser beams are collimated by a scanning
mirror to the same photo-polymerization point on the surface of the liquid resin. One
beam is used to excite the polymer while the other beam is curing it. The process
parameters of this technology are harder to control due to the laser beam diffraction,
absorption etc., which increases the operations costs. As opposed to scanning the
layers point-by-point, in Solid Ground Curing (SGC) [187] the polymerization is
performed on a complete layer using a mask. In a sense, this technique is similar
to the production of Printed Circuit Boards (PCBs) and Integrated Circuits (ICs).
A more involved implementation called Holographic Interference Solidification (HIS)
[135] projects a hologram of the complete 3D part into the liquid resin, thus combining
the BIS and SGC processes. To this date, this is the only laser polymerization
technique which does not require approximating the resulting build volume by planar
slicing (or layers), though the costs of operation are extremely high.

1.3.2

Laminated material

The popularity of lamination dropped drastically in the recent decades due to the
development of more accurate and affordable AM techniques. The most popular
implementation of lamination in AM is the Laminated Object Manufacturing (LOM)
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Figure 1.3.1: Schematic of a laser polymerization process. Labels indicate the following
components: (1) Build model, (2) Print plate, (3) Uncured resin (liquid), (4) Scanning mirror, (5)
Laser.

[91][124]. With LOM (see Figure 1.3.2), an adhesive coated paper is being developed
from a spool onto the work area where a laser beam simply cuts the outline of a planar
layer sampled from the 3D object. Interior pockets are scanned in a crisscross pattern
to facilitate the removal of unwanted material. When the layer is complete, a heated
roller presses the stack of layers and activates the adhesive, after which a fresh section
of the paper is developed over the working area. This process is one of the few AM
technologies where the excess material cannot be reused for future builds. A similar
process called Solid Foil Polymerization (SFP) [19][176] uses photo-polymerization
instead of thermal adhesives. In this case, the laser does not cut out the current layer
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but scans it in order to polymerize the active substrate of the laminate.

Figure 1.3.2: Laminating Additive Manufacturing process diagram. Labels indicate: (1) Build
model, (2) Build plate, (3) Spool of laminate, (4) Press roller, (5) Scanning mirror, (6) Laser.

Lamination in AM is also a very rigid technique because it is particularly designed
around approximating the 3D model with planar layers. The excess material from
interior pockets and the majority of cavities are very difficult, if not impossible
to remove, thus making it feasible only for a select family of applications (mostly
prototype validation or the arts).
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1.3.3

Laser melting

Laser melting/sintering is among the most popular Additive Manufacturing techniques.
All implementations of laser melting involve approximating the 3D model with planar
slices, with a thickness between 60µm to 150µm, and cannot incorporate layerless
builds due to the mechanical construction of the machines. In Selective Laser Sintering
(SLS) [73][133], also known as Direct Metal Laser Sintering (DMLS) [90] the raw
material used is a ceramic, metallic or thermoplastic powder. Similar to SLA, the
SLS process (see Figure 1.3.3) involves scanning a planar sample of the 3D model using
a laser beam. The entire chamber is heated just below the melting point of the powder
grains to enhance the mechanical properties of the finished part and to promote a
better fusion between layers. When a layer is finished, the build platform is lowered
on the z-axis and a roller evenly spreads a new layer of powder from a feeder; then the
process continues. A critical advantage of this technique is that it does not require
additional support structures for overhanging surfaces since the unused powder is
stable enough to support the part while it is being built. A potential disadvantage of
this though is that sealed internal cavities cannot be evacuated since the part is fully
submerged in powder. Nevertheless, SLS and DMLS (which specializes in metallic
powders) is one of the most accurate 3D printing technologies to date and it is widely
used in tooling, airfoil manufacturing, prosthesis and other medical implants. A
similar process to SLS is Selective Laser Melting (SLM)[26][94] in which a metallic
powder is locally melted to form the 3D part. Because SLM involves melting the
deposited material instead of sintering, higher intensity lasers are needed and thus
the operation costs are even higher than Selective Laser Sintering.
A similar implementation of laser melting is the Electron Beam Melting (EBM)
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[126] where instead of an optical laser, the process uses a KV electron beam. This
technique is primarily focused on metallic powders tailored for nano-fabrication. Due
to the extremely narrow size of the electron beam, the melting site is very small and
highly susceptible to oxidation, therefore the entire process must be carried under high
vacuum. Of all AM technologies mentioned in this section, EBM is one of the most
cost prohibitive ones due to the highly specialized equipment involved and lengthy
build time, but it also produces one of the most geometrically accurate parts.
A different implementation of laser melting in AM uses material jetted from a
fine nozzle instead of scanning the layers on a bed of loose powder. Such a technique
called Laser Jet Cladding (LJC)[104] (known also as Laser Engineered Net Shaping
(LENS) [14][151]) sprays a narrow stream of metallic powder directly in the path
of a high intensity laser beam, focused on the surface of the previous layer, and
thus fusing additional material. Just as with EBM, the molten pool of material is
highly susceptible to oxidation so the whole process must be carried in an inert gas
atmosphere. This technology is also known under different names such as Direct Metal
Deposition (DMD)[134], Laser Powder Deposition (LPD)[44]), etc. Laser jetting is
a process specifically tailored to metallic powder and shares most benefits of the
standard implementation (SLM) including superior mechanical strength properties,
good surface finish and a vast selection of materials with high tensile strength. On
the other hand, the lower geometric precision and the excessive unit costs of using
this technology makes it accessible only for a very narrow family of applications,
including gas turbine manufacturing and repair (as a semi-stock which will be further
machined).
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Figure 1.3.3: Laser melting/sintering process schematic. Labels indicate the following
components: (1) Build model, (2) Print plate, (3) Residual powder, (4) Powder supply chamber,
(5) Spreading roller, (6) Scanning mirror, (7) Laser.

1.3.4

Material Jetting

Material Jetting (MJ) bares many similarities with Laser Engineered Net Shaping
except that the print head sprays a binding agent into the raw material (which
is usually ceramic or thermoplastic powder). Material jetting is capable, at least
in principle, to achieve the same geometric build accuracy of Laser Sintering but
at a much lower operational costs. Also, Material Jetting can be carried at room
temperature without the need of a specialized laser source which make it an accessible
technology to a much broader range of applications, including home use. A simple
implementation of this technique is Inkjet Printing (IJP)[159] where a print head
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sprays droplets of photo-sensitive polymer (see Figure 1.3.4). The added material is
then cured under UV radiation produced by inexpensive UV lamps or even UV-LEDs.
With this process, overhanging surfaces must be properly supported while building.
For this reason, higher end models have the print head fitted with a secondary nozzle
which sprays a photo-insensitive polymer gel which is deposited under the overhangs.
When the build is complete the gel can be removed in a plain water bath. Inexpensive
IJ printers, such as for home or hobby use, only have a single nozzle which deposits
the UV-sensitive material. In this case, the controlling software slows the deposition
and increases the curing time in areas where overhangs are present to improve the
build quality. Other names for this technology include Multijet Modeling (MJM)[45]
and Polyjet Printing. A variation of this technique is ”3D Printing” (3DP)[39] which
uses a starch based powder instead. The binder is then jetted from the nozzle and
thus solidifying locally the topmost layer of the powder bed. When the current layer
is complete, the build platform is lowered, a new layer of starch is distributed over
the work area and the process continues.
Termojet and Ballistic Particle Manufacturing uses exclusively thermoplastics or
paraffins as the raw material. As compared to the more traditional Inkjet Printing,
this process sprays droplets of molted material directly over the previously completed
layer to form the 3D part. The process does not use a powder bed either, but
directly deposits the molten material similar to FDM (see next section). Thermojet
applications include fast castings for prototyping (such as dentures and other semistocks for bio-medical), or for injection blow molding of unique parts. The material
selection with Termojet is more limited that other 3D printing technologies thus
making it a more specialized process.
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Somewhat similar to Polyjet Printing, Prometal [102] uses metallic powders as the
raw material which are then fused and cured at high temperatures to achieve sintering.
The process uses a thin nozzle to spray a binding agent onto the top surface of the
powder bed, thus building the 3D model layer by layer. When the build is complete,
the part is placed in a sintering oven and heated. Different variations of this process
leverage the high porosity of the built models and use infiltration to evacuate the
binding resin and replace it with a flux material. In essence, the process is akin to
brazing.
Although more affordable than most AM processes previously reviewed, material
jetting is still designed around the planar slicing paradigm and offers very few and
incremental process variables to improve. The technique offers slight lower geometric
accuracy than SLS for example, but on the other hand, the building time is significantly
shorter.

1.3.5

Thermal extrusion

Thermal extrusion is one of the most popular Additive Manufacturing technologies
to date. In this process, a thin filament is being threaded through a heated extruder
at a very precise feed rate. The tip of the extruder, also known as the hot end,
heats the filament just above the melting point and extrudes a continuous bead
of material as the print head scans a planar layer of the 3D model (see Figure
1.3.5). The most common implementation of this process is the Fused Deposition
Modeling (FDM)[42][179]. Different variations of FDM aim to improve some of the
main process characteristics such as the geometric accuracy of the build, the total
printing time or to improve the mechanical properties of the resulted part. Some
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Figure 1.3.4: Material jetting process schematic. Labels indicate: (1) Build model, (2) Print bed,
(3) Residual powder, (4) Powder supply chamber, (5) Spreading roller, (6) Print head.

notable improvements include a heating build platform to improve the adhesion of
the first layer and to prevent warping as the build progresses, fitting multiple nozzles
to the print head to incorporate assorted materials with different physical properties,
and many more. This process requires minimal post-production finishing (if any)
and, as opposed to the other technologies presented before, there is very little excess,
or wasted, raw material during the build. The mechanical design of traditional FDM
machines is extremely simple, requiring only three ”bare-bones” kinematic axes which
control the relative motion of the build platform with respect to the print head. Most
configurations pan the head in the X-Z plane, while the build surface moves on the
Y-axis. The motion control is also simplified with the use of bipolar stepper motors,
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which eliminates the need of expensive rotary encoders and the corresponding closedloop system. Commercially, FDM machines are available in a wide spectrum of cost,
ranging DIY kits for hobbyists and home use to complicated machine designs tailored
for scientific and industrial use. The material selection for FDM is particularly rich
and highly affordable [105]. Common thermoplastics used are Acrylonitrile Butadiene
Styrene (ABS), Polycarbonate (PC) and ISO-PC, Polyethylene Terephthalate-Glycol
modified (PET-G), Polylactic Acid (PLA); elastomers such as TPE (Thermoplastic
elastomer), and metallic and ceramic reinforced PLA.

Figure 1.3.5: Process diagram of Fusion Deposition Modeling. The labels indicate the following
components: (1) Build plate, (2) Build model, (3) Heated extruder (print head), (4) Solid filament
supply.

Some exotic filament types are focusing on the appearance of the finished product.
For example, PLA can be infused with phosphorescent additives to emit light in
the dark, thermal- and UV-sensitive additives for color changing, glitter, etc. The
mechanical and physical properties of the filament can also be changed with the
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addition of fill materials. One of the most popular choices is the metal-functionalized
PLA which mixes the base thermoplastic with metallic powders such as bronze, brass,
copper, aluminum and various grades of steel. Not only the mechanical and electrical
properties of the resulting builds are changed, but also the parts’ appearance becomes
almost indistinguishable from the metal it is trying to mimic. Other fillings include
ceramics, stone grain (marble) and wood fibers. Most functionalized filaments are
tailored towards texture and appearance but they do tend to closely match other
physical properties such as weight, thermal and electrical characteristics and so on,
while at the same time being odorless and non-toxic.
FDM is currently one of the more popular choices in Additive Manufacturing
thanks to the open source community. Both the host3 , and the device software4
is widely available under GPL or BSD-2 license which allows users to tweak and
customize the software control to fit specific needs. Current popular choices of slicers
(i.e. host software) include MatterControl[113], Cura[172], or Repetier-Host[143]
which are perfectly integrated with many open-source firmware options including
RepRap[145], Marlin[110] etc.
The mechanical design of FDM printers ranges from professional use with very
tight geometric tolerances and fine encoders, to home use printers that are extremely
affordable but slightly less accurate. Most home desktop printers can be acquired
as DIY kits which will further reduce the investment costs. The simplicity of their
design coupled with the intuitive fusing process brought FDM to the attention of the
3

The slicing software which approximates the nominal geometry and generates the motion plan.
The host software is also responsible for calculating the fusing parameters such as the air gap
4
Low level API which controls the mechanical structure, often by implementing a PID controller
for all kinematic axes, the material feed and temperature control. The communication to the host
software is done over the serial port in plain ASCII G-code.
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wider, non-technical public. The attractiveness of this technique is that it requires
no specialized training to operate or program the machines, while debugging and
repairing is oftentimes straight forward and intuitive. The only consumable component
in the design (other than the filament) is the extruder’s hot end (or nozzle), which
has no moving parts and can be easily and cheaply replaced if it gets clogged beyond
salvage.
One limitation of FDM stems from the assumptions made to build the parts:
proper inter-layer fusion is only achieved when the layer thickness is comparable to
the diameter of the hot end aperture [18][140]. Since in the most common scenario,
the print head executes a planar XY-motion relative to the build plate, the layer
thickness must be large enough (in the range of 0.10mm to 0.35mm) to ensure a proper
flow [123] of the non-Newtonian fluid extruded. For this reason, the build quality is
severely affected along the machine’s z-axis. Parts produced with FDM exhibit a
pronounced staircase artifact on the boundary especially for draft and high strength
prints where the layer thickness is large. The typical kinematic arrangement of an
FDM machine (i.e. when the head executes an XY motion and increments on Z for the
next layer) bears a striking resemblance to the construction of a traditional 2.5-axis
milling machine [89]. The staircase artifact has long been studied for subtractive (i.e.
material removal) machining technologies. One of the most important developments
in this field has been the shift from 2.5-axis milling to 5-axis machining [52]. The
extra degrees of freedom given to the spindle allows the cutter to not only follow a
true three-dimensional tool path, but also allows the cutting edge to be aligned with
the surface normal and tangent directions. For this reason, even with a flat-end mill,
the surface quality of a part machined on a 5-axis CNC center will have significantly
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less geometric deviation from nominal, and a much less pronounced staircase artifact.
Additive Manufacturing did not keep the same rate of improvement of the machine
design, instead focusing for decades on improving the material characteristics. Of
all AM techniques described above, FDM was the first system on which surprisingly
the non-scientific community started experimenting first with machine designs using
more than two degrees of freedom. Formal algorithms for 3D path generation [31]
were soon developed by leveraging the geometric properties of the nominal geometry,
but to this date 5-axis FDM is still not well understood. In this dissertation, a new
method of generating 3D trajectories of the extruder nozzle will be described, in the
case where the print head is attached to a kinematic chain of arbitrary complexity
(possibly an industrial robot arm or other universal manipulators), and does not
approximate the model geometry using slices in the traditional sense.
A second issue is related to the shape of the extruder’s aperture. While in
traditional machining, different cutters have been developed to match more closely,
and efficiently, the free-form shape of a surface (such as globular mills, inverted
cones and bull-nose end mills), in additive manufacturing and particularly FDM, the
shape of the extruder which ultimately determines the cross-sectional shape of the
deposited bead, is to this date invariably circular. Other than the flow characteristics
of the extruded material, there are no apparent reasons why the extruder aperture
should be constrained to a specific shape (such as a circle). The overall shape of
the extruder will determine not only the local accuracy of the built part, but will
also directly impact the total printing time since a larger extruder will scan a layer
with fewer motions. This is a well-known problem in Computational Geometry called
the unsweep [82], when a target planar contour is known and the problem is to
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find the geometry of a moving object which remains inside the target shape given an
arbitrary motion. This can serve as an initial step to determine suitable geometries of
the nozzle aperture which later can be engineered to shapes that are technologically
possible. The problem then transforms into finding suitable motions of the new
extruder which will cover the entire target geometry using algorithms for robotic
path planning [95][111][119]. This dissertation will explore at first the maximum build
volume which can be constructed using a known, but arbitrary shaped extruder, given
the arbitrary kinematic configuration of a machine which moves the print head in the
3D space. In the second part of the dissertation, algorithms for 3D path generation
are presented with emphasis on the applicability of non-circular extruders in robotic
printing.

1.4

Limitations of current AM techniques

The central idea in Additive Manufacturing is to produce quality components of
arbitrary shape complexity in a reasonable amount of time and at a lower cost than
traditional processes such as machining, casting or injection molding. As with most
experimental manufacturing technologies, some of the first implementations of AM,
such as stereolitography, focused entirely on the fidelity with which the manufactured
parts reproduce the intended design. This left the build time, as well as the total
operational costs unchecked and hence led to the development of a process that not
only is not as accurate as traditional machining but also the manufacturing costs
and lead time are not particularly attractive. This unreasonable situation caused
a delay in the deployment of AM and it was mainly due to the excessive cost of
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operation. This includes exotic machinery which is often difficult to calibrate, unique
requirements for handling, transporting and storing the stock material (powder and
liquid), and not least important, specialized training to operate, program and repair
the equipment. In this paradigm, Additive Manufacturing became practically an
exotic technology, inaccessible to the wider, non-technically inclined public.
The introduction of Fused Deposition Modeling (FDM5 ) however changed the
status quo of AM. The affordable and small form factor of a desktop printer (often
built as a DIY kit) enabled by a rather simple and safe solid polymer fusing process
brought AM to designers in a vast array of application fields. Section 1.1 discusses
a non-exhaustive list of the more exciting applications of AM, many of which are
derived from FDM. The FDM process leverages the simplicity of a fused model
to produce parts with good mechanical properties, in a short amount of time and
at an extremely low price point, in exchange of a lower fidelity as-manufactured
geometry. This proved to be an attractive trade-off especially for users coming from
a non-technical background. The local precision of the final geometry can be mildly
improved but as we will further see, this is quickly defeated by either an unreasonable
build time or by uncontrollable process deviations.
Section 1.3 introduces some of the more common AM technologies available to
date, and describes some of their shortcomings relevant to the two key features this
dissertation focuses on, namely the precision of the 3D printed part and the build
time. Most of these deposition techniques, including FDM, rely on approximating
the nominal geometry (i.e. the 3D model we wish to print) using planar cross-sections
with constant spacing. As Example 1.2.4 shows, parallel plane slicing introduces large
5

See Section 1.3 for a full description of current Additive Manufacturing techniques including
FDM
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deviations of the as-manufactured geometry from nominal. In the current paradigm,
the only way to improve the build accuracy is, for example, to reduce the size of the
extruder nozzle, which practically, leads to a series of complications well into the law of
diminishing returns. Firstly, a smaller FDM extruder nozzle will deposit significantly
less material at each pass, requiring more motion interpolations and also a lower speed
(because the flow-rate of the material is also reduced), implying a much longer build
time. The longer build time is corroborated with the decreased layer height. Since
the thickness of each layer is empirically set as the radius of the extruder nozzle,
more layers must be added to the build to accommodate thinner slices. Secondly, the
lowered speed of the hot-end generally causes the build part to overheat locally which
leads to uncontrollable deformations of the current layer and consequently for all
subsequent layers. Lower speeds also cause the nozzle to drag partially solidified traces
which in the best case only affects the visual aspect of the finished part, although
in more common cases, the large deviation from nominal geometry renders the part
unusable. A smaller extruder also goes out of tolerance faster because the construction
of such nozzles is mechanically weaker, though some recent developments in extruder
technologies incorporates a ruby sleeve, designed to prevent the premature wear on
the extruder’s thin aperture. Technical challenges also limit the use small extruders;
for example, small hot ends tend to not maintain a stable temperature, leading to
clogs or uneven thickness deposition. In conclusion, a smaller extruder although
theoretically capable of manufacturing more accurate prints, ultimately defeats the
purpose of producing quality components at a reasonable price point and build time.
The shape of the of the extruder aperture is perhaps one of the most overlooked
variable of the FDM process. Since the geometric accuracy of the built part and the
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build time are a direct product of the nozzle’s shape and size, it is reasonable to
analyze the influence of aperture geometry over the fidelity of the finished models.
To this date, the shape of extruders is unnecessarily constrained to a circular opening
leaving a vast unexplored research topic pertaining to improving the build accuracy
of 3D parts without requiring significant changes in the process design.
As shown in Example 1.2.5, fully spatial trajectories of the extruder significantly
attenuates the geometric imprecision introduced by the planar approximation. With
current machine architectures, the 2.5-axis machine design is incorporated into the
process specification (see Sections 1.3.1 and 1.3.3). This is the case of most AM
technologies with the exception of FDM where the exact kinematic configuration of
the machine is relevant merely for path planning. For SLS, efforts to incorporate
5-axis nozzles [122] have achieved limited success because the motion range of the
scanning laser is fundamentally limited by the volume of the powder bed.
At the main core of this research is the idea of bridging the gap between Fused
Deposition Modeling and Stereolitography in terms of build accuracy. FDM is already
a very fast process, compared to SLA, but it is lacking accuracy for many technical
applications. In Section 1.5 I will briefly explain two methods of improving the
geometric deviation of finished parts, one by changing the shape of the extruder
nozzle to a asymmetric opening while the second explores the full 6DOF motion
control of a circular extruder.
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1.5

Proposed solution

In current AM implementations the design choice of a 2.5-axis machine configuration
is built into the process specification. Since the printing head (or scanning mirror)
can only scan planar layers, the nominal geometry must be approximated (i.e. sliced)
with 2D contours, equally spaced along a predetermined build direction. For circular
aperture extruders, the slicing orientation ultimately determines the overall build
accuracy of the 3D printed part, because it directly influences both the dimensional
accuracy of the finishes part along the slicing direction [30], and the extruder’s
reachability in each slice (see Examples 1.2.2 and 1.2.4).
Although the dimensional accuracy along the slicing direction cannot be improved
substantially in a classic layer-by-layer deposition (because of the fixed layer height),
the layer’s contour accuracy can be significantly improved by using non-circular
extruders executing general planar motions (i.e. 3-DOF, two translations and one
rotation). This opens two completely new and unexplored research topics, namely:

• What is the theoretical geometry of a part printed with an arbitrary shaped
extruder, given the desired 3D model and some arbitrarily chosen machine
configuration?
• How can we compute suitable motions of the extruder (possibly with a noncircular aperture) to match the nominal geometry?

To answer the question of the maximum build volume, I propose analyzing
the motion’s parametric space (see Section 2.2) to identify the particular machine
configurations in which the extruder aperture is permanently contained in the interior
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of the desired 2D contour. Section 2.3 shows that this approach not only works for
virtually any geometric representation but also applies to fully 3D geometry and not
only planar layers. In other words, using the framework presented in this thesis,
we can calculate the maximum theoretical volume of a 3D part regardless of the
particular kinematic configuration of the AM machine. This way we can decouple
the machine architecture of an FDM printer from the fusing process, allowing us to
fit extruders to complex kinematic chains such as 5-axis machining centers, industrial
robotic arms or even over-actuated linkages (such as snake robots). This in return
opens exciting new manufacturing techniques including non-planar layers or possibly
no layers at all in the traditional sense.
Build time is also captured in this framework. The extruders proposed for
robotic 3D printing include a non-circular nozzle with high aspect ratio, such as an
ellipse or a thick slit. By using printing heads with rotational degrees of freedom, the
asymmetric aperture can be conveniently oriented during the extrusion process not
only to resolve small features of the target geometry but also to cover large areas of
the layer’s interior in as few motions interpolations as possible, and thus maintaining
or even reducing the overall build time.
Motion planning with fully 3D path generation in a static domain is a wellknown research topic, with many practical applications including robot path planning,
autonomous driving, cartography, etc. In Additive Manufacturing, motion planning
has been drastically simplified by leveraging the axial symmetry of the extruder
nozzle, or laser beam respectively, and the discretization of the target geometry using
planar slices. Under these assumptions, coverage path planning [37][65], which is
the natural choice for this application, is solved by simply calculating planar curve
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offsets of the layers’ boundary. The introduction of non-circular extruders will render
all current motion planning algorithms ineffective because geometrically asymmetric
apertures are not rotation invariant. Therefore, any motion planners relying on classic
morphological operators such as the Minkowski sum [152] must be replaced with more
general operators (for example the configuration product [130]).
This thesis presents in Chapter 3 a novel method of computing the path of circular
extruders in non-planar layers, and argue that the same path planning technique
generalizes to arbitrary shaped extruders. In 2D, the trajectory generation relies on
computing the medial axis of a planar arbitrary shape (i.e. the boundary of a sample
layer). By a careful manipulation of the radial function, we can prescribe a twist angle
(or heading) of the extruder, which will maximize the surface coverage and at the same
time, resolving small features such as edges and corners. This motion planning policy
corresponds to computing a dense infill, similar in appearance to curve offsets but
mathematically different, known in practical applications as concentric infill.
Motion planning with fully three dimensional tool paths is analyzed in this thesis
assuming that no infill will be deposited (i.e. the so-called vase build). This extra
level of difficulty ensures that the method described here generalizes to arbitrary
complexity kinematics. For this problem I first show an analysis of coverage planning
assuming a circular aperture extruder. This will be applied initially to traditional
FDM architectures with a 2.5-axis machine configuration. Here we are only interested
in generating the model’s boundary and infill. Computing the infill in a 6DOF printing
configuration is generally not required unless specific requirements are imposed to
increase the mechanical rigidity of the printed model. I will then show a path planning
algorithm posed as an optimization problem where the objective function models a

37
convolution which implicitly measures the overlap volume between subsequent traces
of the extruder.
I propose computing the 6D motion in a canonical 2D space, where we perform
a surface parameterization [35][70][98] of the input 3D geometry, producing a planar
and non-self-intersecting mesh. The choice of conformal mapping over authalic or
isometric is due the low distortion of local geometry (theoretically non-existent). I
then compute the entire 2D mesh deformation as a scalar field and use it to correct
the position and geometry of the extruder aperture in this canonical space. We then
obtain the point trajectories of the extruder so that its aperture moves on 3D geodesic
offset curves, relative to a seeding curve (usually the surface boundary), or an isolated
seeding point. Finally, the extruder’s orientation is computed point-wise using the
local normal information of the original input model and by maintaining a controlled
air gap between neighboring deposition traces.

1.6

List of terms used throughout the paper

This section introduces some of the basic concepts discussed in the thesis. Although
not exhaustive, this short list of terms serves as a primer in understanding the
main process contributors which influence the quality of a 3D printed part. Here
quality is used as an over-arching notion incorporating the dimensional and geometric
deviation of the printed part compared to the intended design, as well as the aesthetic
appearance, the required time to build the model, and not least importantly, the
accessibility of the technology to the wider (possibly non-technical) public.
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1.6.1

FDM extruders anatomy

Figure 1.6.1 shows a CAD model of a typical direct-drive single-extruder printing
head [87]. The filament is fed through the filament leader 5 , between the automatic
tensioner 3 and the two idlers 2 7 . The filament rolls without slipping in this
assembly, while its feed rate is being controller through the geared drive by the
stepper motor (which in turn is powered by the printer’s power electronics and its
PID controller).
The cold filament then travels at a controlled feed rate to the extruder assembly,
shown as an exploded view in Figure 1.6.2. The first stage of the extruder is the
so-called cold-end 1 where the filament is kept cool at room temperature. The hot
end is designed to heat the filament a few degrees above melting point to soften,
causing it to extrude out the nozzle aperture 6 . The melted pool of filament is kept
at a very stable temperature during the extrusion, thanks to an easy to fine-tune
PID controller and heat block 3 which acts as a damping element. The process is
controlled using a ceramic heating element 4 and the printer’s high power electronics,
while the temperature feedback is supplied by a general purpose thermistor 5 .
The extruder itself contains no moving parts and the only consumable component
is the nozzle, which might get irreversibly clogged if the printer is not set up correctly.
On the other hand, since the process is very visual, debugging and fine tuning becomes
intuitive. To this date, the shape of the nozzle’s aperture is unnecessarily constrained
to a circular opening. In this thesis, I will show that by using nozzles with various noncircular shapes, the accuracy of the FDM process can significantly increase, while not
affecting the required time to finish the build. Additionally, since the extruder can also
be fed remotely, such in the case of Bowden-style print heads, we can attach extruders

Figure 1.6.1: Exploded view of an FDM print head [87]. For clarity, fasteners are hidden. The labeled components indicate: (1)
Main gear; (2) Left filament idler; (3) Filament automatic tensioner; (4) Tensioner bracket; (5) Filament leader; (6) Bearing housing;
(7) Right filament idler; (8) Stepper motor; (9) Print head housing; (10) Extruder assembly; (11) Drive gear
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Figure 1.6.2: Exploded view of a typical FDM extruder. The labels indicate: (1) Extruder
heatsink; (2) Heatbreak; (3) Heat block; (4) Cartridge heating element; (5) Thermistor; (6)
Extruder nozzle
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directly to complex kinematic chains, such as industrial robot arms, and achieve
fully 3D paths of deposited material, therefore removing the ubiquitous constraint of
approximating the nominal geometry with planar layers.

1.6.2

Maximum build volume vs. as-manufactured volume

This dissertation uses the Maximum Material Condition (MMC) [164] as a vehicle
of unifying the quality measures of 3D printed parts. The MMC tolerance requires
that the volume obtained by some technological process should be the largest possible
without exceeding the envelope of the nominal geometry. Implicitly this means that
the volume obtained practically during the AM process should always be a subset of
the nominal volume.
To describe the effectiveness of a particular extruder to (densely) fill a given 3D
shape, this dissertation uses the Maximum Build Volume (MBV) as the theoretical
upper bound of the shape’s geometry which can be manufactured in practice. Figure
1.6.3(a) shows a simple planar contour to be 3D printed using a circular aperture
extruder. The green shaded area (labeled with 4 ) indicates the Maximum Build
Volume corresponding to the MMC geometric tolerance.
During an infinitesimally small amount of time ∆t, the 3D printing equipment
deposits a finite volume of material δV . In the literature this smallest deposition
volume is referred to as Minimum Printable Feature [13]. The shape of this minimum
feature depends on the particular AM implementation; for example, in the case
of extrusion (FDM), the shape of the minimum feature is an extruded version of
the aperture. A complete geometric model of the minimum printable feature can
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be parametrized based on the geometry of the aperture combined with the flow
characteristics of the non-Newtonian fluid as it gets extruded. Although, since the
framework presented here imposes no restrictions about the geometry of the minimal
feature, such a parametrization becomes nonessential and hence out of scope. The
MBV can then be mathematically defined as the set union of all 6D poses of Minimum
Printable Feature δV , such that δV ⊂ G, where G represents the nominal geometry
of the 3D model we wish to print.

Figure 1.6.3: Build volumes in a planar layer FDM deposition: (a) theoretical maximum build
volume that can be deposited by a circular extruder; (b) as-manufactured volume achieved by the
same circular extruder in a particular infill pattern. Labeled components indicate: (1) FDM
extruder aperture (true size); (2) theoretical non-printable areas; (3) boundary of the current layer
(nominal geometry); (4) theoretical maximum build volume; (5) effective non-printable areas due
to the chosen infill pattern; (6-8) deposition traces corresponding to a concentric infill pattern.

For brevity, the minimum printable feature will be denoted simply as A. Then
the Maximum Build Volume S can be expressed in set theoretical terms as:
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S=

[

As

(1.6.1)

s∈M

Equation 1.6.1 uses an established notation [24] to indicate that the point set
A ⊂ E d is displaced according to a pose s ∈ M ⊂ C, a vector of the 6D configuration
space. The subset M denotes a restriction of the C-space where the motions of the
particular machine under analysis are possible. Correspondingly, the minimum nonprintable geometry GX is the theoretical subset of of the nominal volume defined as
(Figure 1.6.3(a), labeled element 2 ):

GX = G \ S

(1.6.2)

Figure 1.6.3(b) shows the As-manufactured volume, P , obtained by using a specific
motion planning algorithm (in this case ”concentric” infill pattern). Similarly to Eqn.
1.6.1, the set P can be expressed as:

P =

[

Aq , i = 1, 2 . . . n

(1.6.3)

q∈Mi

In this particular example, three traces were computed (labels 6 , 7 and 8 ), totaling
12 arc interpolations. The corresponding non-printable geometry (label 5 ) is defined
as GXM = G \ P . As a brief summary, the following point set relationships are true:

s ∈ Mi ⊂ M ⊂ C

(1.6.4)

P ⊆ S ⊆ G ⊂ Ed

(1.6.5)

GXM ⊆ GX ⊂ G ⊂ E d

(1.6.6)
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1.6.3

Build accuracy and build time

One of the core ideas of this research is to develop accessible AM technologies capable
of manufacturing parts as close as possible to the user’s intended dimensions. In this
sense the build accuracy of a 3D part is defined here as a measure of fidelity of the
as-manufactured geometry when compared to the nominal design specifications. The
methodology presented in the next chapters is formulated in set theoretical terms,
hence the build accuracy will be mathematically defined using the Lebesgue measure
[16] of the non-printable set (see the corresponding formulations in Section 1.6.2):

k = λ(GXM )

(1.6.7)

GXM = G \ P

(1.6.8)

where,

A higher quality build (i.e. a better build accuracy) would result from a part
that has a smaller non-printable volume and hence a lower Lebesgue measure. In this
thesis, the terms build accuracy and fidelity refer to the same concept and will be
used interchangeably.
The second key aspect in the printability analysis presented in this paper is the
build time. This concept is self-explanatory and is defined as the total duration of
time for an AM machine to fully complete a build, given a set of process parameters.
Although the build time and accuracy are self-excluding qualities, the next chapter
will show that by using non-circular FDM extruders, the part fidelity can indeed be
improved without negatively affecting the build time.
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1.7

Summary of contributions

The central idea of this thesis is to develop an accurate and affordable 3D printing
technology, accessible to the wider public. To support this claim, the core contributions
of this dissertation can be subsumed into three main categories: the theoretical
formulation, computational performance and the extrinsic contributions.

1.7.1

The theoretical formulation

Computing the largest theoretical volume that can be 3D printed under an arbitrary
set of process parameters (such as machine kinematic configuration, extruder shape
and size, desired geometry and so on) is the theoretical underpinning of printability
analysis. The main theoretical contribution of this thesis lays in the mathematical
formulation of computing the maximum build volume of a 3D printed part, built with
arbitrarily shaped extruder apertures and, deriving the corresponding motion policy
for layered and layerless 3D printing, respectively. To the best of my knowledge, this
particular research topic has not been explored either in the specialized literature nor
in the open-source community.
The generality of the framework presented in this thesis enables a complete
analysis of the printing process prior to deployment on the physical hardware, and
includes:
• an elegant yet generic set theoretical formulation leveraging a non specific
mathematical representation of geometry
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• computing the maximum material condition (MMC) for virtually any extruder
shape and any input geometry, including non-convex apertures and even nondifferentiable outlines
• maximum build volumes computed for arbitrary kinematic configurations, which
includes over-actuated or cooperative robots
• other process characteristics such as material properties can be prescribed as
synthetic motion parameters; therefore we can incorporate the physical and
chemical properties of the bulk material into a unified motion parameterization
• 2D path planning generated online without relying on classic morphological
operators such as Minkowski sums and differences
• 3D path planning for circular extruders, which can theoretically be extended to
arbitrary extruder apertures
The consolidation of ”layered” and ”layerless” printing aims to bridge the
concept of robotic 3D printing with the classic paradigm of generating an additively
manufactured component. As shown in Example 1.2.4 the existing paradigm for
3D printing which relies on approximating the nominal geometry using planar layers
can easily generate unwanted artifacts and cannot track accurately 3D surfaces. In
this ”layered” approach, the print resolution along the build direction can indeed be
improved by using a non-circular nozzle as shown in Section 2.4.2 but ultimately the
highest gain will be achieved by using true spatial tool-paths. In this paradigm, the
tool trajectory is tightly wound on the nominal surface with a controlled air gap and,
similar to 5-axis milling, can potentially achieve an unprecedented level of fidelity (see
Example 1.2.5). In this thesis, the concept of ”robotic” 3D printing refers to attaching
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the active component of an AM machine such as an extruder or a laser steering mirror
to a complex, n-DOF kinematic chain, such as a robotic arm or any other universal
manipulator. The key contributions of this thesis pertaining to robotic 3D printing
extend to:
• online generation of 2D tool paths for asymmetric shaped extruders attached to
print heads which can perform general 2D motions (i.e. two translations and
one rotation)
• efficient computation of the non-printable geometry for automatic extruder
shape selection (possibly using print heads with more than one extruder)
• built-in support for multiple extruder configurations, or possibly collaborative
manufacturing (i.e. two heads which move independently can be controlled by
the same online motion planner)
• 3D motion synthesis for circular aperture extruders is possible for both hollow
and infill builds, without planar slices discretization
• the 3D motion generation framework can theoretically scale to arbitrary shaped
extruders
All theoretical concepts are conveniently expressed in a nonspecific geometric
representation and uses well established computational geometry tools, widely known
to both the scientific and the open-source community. This enables the efficient
deployment of a modular and scalable code implementation, which will be discussed
next.
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1.7.2

Computational performance

The scalability of the sample implementation is ensured by the a highly parallelized
code architecture. The point-wise operations required to calculate the maximum
build volume as well as motion generation is decoupled allowing one to deploy the
computation on distributed architectures such as GPU computing (which is the choice
of the accompanying code), Field Programmable Gates Arrays (FPGAs) or other
micro-scale programmable devices. The code scalability presented here ensured the
following benefits:
• the maximum build geometry can be computed fast using a multi-core GPU
implementation. The speed of this distributed architecture surpassed existing
implementations of sweep computations (see Section 2.2).
• motion generation is efficiently implemented and can run on micro-architectures
such as the BeagleBone Blue [17]
The robustness together with the code scalability, ensures that the sample
implementation included with this thesis provides a reliable and backwards compatible
alternative to the existing slicing software. The current implementations of slicers
conveniently leverage the properties of a triangulated boundary representation, the
planar slicing approximation and the rotation invariance of a circular aperture extruder.
Since all slices are planar, all sample boundaries are 2D curves. Motion planning given
a circular nozzle then simply resumes to offsetting 2D curves for tracing the boundary,
whereas the infill is computed with trivial 2D line-line intersections. The more generic
software implementation for volume computations and motion planning presents the
following key advantages:

49
• volumetric computations for arbitrary shaped extruders incorporates circular
extruders as well, thus it is backwards compatible
• motion planning for 2D contours can ignore the rotational degree of freedom
and thus defaulting to a classic slicing algorithm
• 3D motion planning is calculated assuming hollow builds making it more robust
and more generally applicable
• arbitrary nominal geometries can be considered including disconnected sets and
non-differentiable manifolds
Free quality measures pertaining to the shape of the non-circular extruder are
obtained directly from the implementation. These qualities influence:
• the automatic synthesizing of the extruder’s the optimal shape using the concept
of the unsweep [82]
• ranking of different extruders of known geometry based on their associated
maximum build volume and the feasibility of the motion planning
To elaborate on the first point, the mathematical formulation for computing the
maximum build volume relies on a set intersection between the inverse trajectory of
sample points from the target geometry and the outline of the extruder’s aperture
in its ”zero” position (Section 2.3). To determine the optimal shape of the extruder
nozzle, the set intersection is taken among all inverse trajectories of sample points.
The result of this operation is the maximum volume of a known shape A0 (in this
case the entire 2D space), which remains inside a given nominal geometry G (here
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the desired target boundary) during a prescribed motion M , which is precisely the
definition of the unsweep [82]. Alternatively, we can run several analyses focusing on
the build volume of known extruders (e.g. circular, elliptical, rectangular, etc) and
consequently rank them automatically.

1.7.3

Extrinsic contributions

Many existing 3D printing techniques including SLA and SLS, offer a slightly greater
fidelity of the built geometry, especially compared to the classic implementation of
Fused Deposition Modeling. In return they are only accessible to large research
labs or industries where the exorbitant price of a highly specialized machine can be
justified. Not only the capital costs, but these techniques admittedly require intimate
knowledge of the process characteristics and hence training, operating and debugging
becomes possible for only a select few.
The core insight of this thesis is that technology should be available to everyone.
In the spirit of this idea, FDM is amongst the few AM implementations accessible
to the vast majority of end-users. The caveat is that the existing paradigm of FDM
produces parts with average fidelity which greatly reduces the possible application
domains. In this thesis I will advocate for a novel FDM framework where the hot-end
nozzle is no longer restricted to a circular shape, and the motion of the print head to
support fully 6D positioning.
The technology impact of this new formulation is designed to promote accurate
and reasonably fast 3D printing as a reliable and affordable manufacturing process.
The key benefits of this paradigm shift in Additive Manufacturing include:
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• no specialized training required to operate or supervise the equipment
• affordable FDM hardware
• additional components (i.e. asymmetric nozzles) are affordable and can be made
even in home machine shops
• minimum modifications required to existing FDM equipment (trivial nozzle
swap and install new software)
• sample implementation is open-source and can be modified to suit specific needs
• robotic 3D printing resumes to simply attaching an FDM extruder to the flange
of the robot’s end-effector
A final key contribution of this research is to enable end-users of various technical
backgrounds to get involved and advance the state of the art of robotic 3D printing.
For this reason, the mathematical framework is described in the following chapters in
intimate detail, and accompanied by a fully functional sample implementation which
serves as a coding tutorial. For a brief overview, Section 1.8 summarizes the main
ideas presented in this thesis.

1.8

Thesis outline

This thesis is organized in three main sections spanning the concept of Additive
Manufacturing and its industrial applications, unencumbered by a specific process
design, machine configuration or the geometry of the material delivery mechanism.
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Chapter 1 presents a brief introduction to the greater subject of rapid prototyping
(or 3D printing). The chapter starts with a few notable applications of AM both for
the industrial and the consumer markets. In a few sections I then introduce some of
the inherent limitations of traditional 3D printing and show by intuitive illustrations
the current untapped potential of this technology. The chapter continues with some
of the most important additive manufacturing techniques and briefly touch on their
potential for improvement. This section is important because it shows the significant
limitation of incorporating specific machine configurations into the design of the
manufacturing process itself. The next section proposes a series of novel directions for
process improvement, including a generalization of the geometry of the filler delivery
device, and respectively changing the trajectory generation apparatus from traditional
2.5-axis designs to fully spatial 6DOF configurations of the printing head. The chapter
concludes with a comprehensive list of contributions outlined in this thesis both from
a theoretical and a computational perspective.
One of the main goals of this thesis is to lay the theoretical foundations for
computing the as-manufactured geometry of 3D models resulted from multi-axis
additive manufacturing (i.e. robotic 3D printing). As a first step towards this
goal, Chapter 2 deconstructs the problem by showing a novel method for computing
the maximum geometry which can be obtained by an arbitrary chosen machine
configuration and an arbitrary stencil design. Though in this chapter I show examples
using Fused Deposition Modeling, the framework is generic and can theoretically
incorporate any additive manufacturing technology. After introducing a few well
established concepts of computational geometry, the chapter proceeds to define the
maximum build volume, or in other words the geometry which closest replicates the
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nominal input model without exceeding its boundaries. This analysis is performed in
an atemporal reference frame and assumes that motion interpolation can be achieved
simultaneously for all configurations of the workspace. The last section provides a
few 2D and layer-less examples which further illustrate the unexplored potential of
multi-axis additive manufacturing.
Chapter 3 starts by expanding on the topic of the maximum build volume by
providing a set of practical path planning algorithms. The chapter gently introduces
the concept of motion synthesis by analyzing the mode of operation of existing slicer
software. The reasoning continues by expanding the notion of path planning to
prototyping machines equipped with non-circular filler delivery mechanisms. This
section is intended to bridge the concepts of traditional 2.5-axis motion planning and
multi-axis additive manufacturing while Section 3.5 presents a comparative study
between the classic and robotic AM techniques. In Section 3.6 I present a few
computational tools needed to generate fully three-dimensional tools paths, focusing
not only on the mathematical rigor but also on the feasibility of a possible computer
implementation. The full motion planner that specifies the complete 6DOF configuration of the filament delivery system is presented in Section 3.8. I start by first
analyzing the requirements for motion interpolation needed for the existing circular
shaped extruders and identify the key differences in motion synthesis for extruders
with arbitrary geometry. I exemplify the 6D path planning algorithm by examining
the case of elliptical extruders and then show how this mathematical formulation of
motion planning is in fact supporting any extruder shape. The chapter wraps up with
a summary of path planning for robotic 3D printing, and discusses a few key aspects
of this unifying path planning paradigm.
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The thesis concludes in Chapter 4 with an overview of the contributions brought on
by this work to the greater field of Additive Manufacturing. The chapter discusses the
implications of robotic AM to the current manufacturing landscape and its implicit
simplification of virtually every AM technique. Section 4.2 provides a thought provoking discussion related to the future of manufacturing in the context of robotic 3D
printing and its impact to the future of society; a state which is invariably determined
by technological breakthroughs.

Chapter 2

Build Volumes in Rapid
Prototyping

2.1

Introduction to build volumes

An important issue in Additive Manufacturing (AM), which to this date is still not
well addressed, is predicting the build accuracy and its relationship to the total
build time. For example, in Fusion Deposition Modeling (FDM), the accuracy of
the as-manufactured geometry can be partially controlled in-process by choosing
a convenient in-fill pattern [93] or modulating the printing head speed and nozzle
temperature around small area features. Though, the effects process optimizations
are ultimately limited by the kinematic configuration of the AM machine as well as by
the geometry and size of the extruder. On the other hand, the latter two factors have
the greatest potential for improving the build accuracy and, in particular, without
negatively impacting the build time. Furthermore, more general machine kinematics
55
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offering the ability to print on non-planar surfaces, particularly in conjunction with
non-circular print heads, could reduce not only the print time required by the model
itself, but also decrease the amount and complexity of the required support structure
with all its implications on the ultimate cost of the 3D printing.
The nozzle’s shape has been traditionally yet, perhaps, unnecessarily constrained
to be circular, and the printing of small features imposes an upper bound on the
size of the nozzle. However, the smallest printable feature, or print resolution [13], is
fundamentally limited by both the shape and dimensions of this extruder along with
the usual material-related parameters [6]. This resolution can be improved locally inprocess by controlling the filament flow rate or under/over extrusion [127], although
the extruder geometry remains a significant contributing factor to the build accuracy.
Figure 2.1.1 presents a conceptual example of a small U-shaped feature which
must be printed as close to nominal geometry as possible. Figure 2.1.1(a) shows a
smaller circular extruder and the simplest trajectory of its center that would maintain
the extruder within the given contour. It is clear that the print head must execute
at least seven linear interpolations to fill this contour, while the elliptical extruder
of Figure 2.1.1(b) can execute just three. The asymmetry of the elliptical extruder
with respect to its center also allows it to navigate in the narrower regions of the
contour, for example the bottom passage. Such an asymmetry can prove to be very
useful also in the case of printing machines which have rotational kinematic axes,
such as Selective Compliance Assembly Robot Arms (SCARA) [74], Delta and Hexa
architectures [79][174]. In the case of Hexa machines or other 6-axis configurations
[66], a non-circular extruder can exploit more efficiently the motion of the print head,
resulting in an improved precision and a faster build time. For this simple example,
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the choice is clear, but for more complex outlines and non-planar layers it is unclear
what might be the “optimal” shape of the extruder. In fact, there seems to be no
published literature addressing this important aspect of 3D printing. Perhaps the
most up-to-date published information can be found in a recent paper examining the
properties of as-manufactured parts for layered AM with standard print heads [131].
This research intends to develop a generic method relying on the properties of the
inverted trajectory [82][83] to identify the subset of the machine configurations for
which a hot-end nozzle of known but arbitrary geometry is guaranteed not to exceed
the 3D boundary of a given model. This formulation makes no assumptions about the
planarity of the target contour (i.e., possibly a non-planar slice of a 3D boundary),
nor about the machine’s number of Degrees of Freedom (DOF) generically denoted
here by p; hence this formulation can be effectively used in all emerging Additive
Manufacturing processes, such as 6-axis FDM printing. By examining the intersection
set between the nozzle geometry and the inverse trajectory of points sampled from
the target volume one can determine the total set of motion parameters for which
the nozzle is permanently contained within the target contour. This enables the
volume computation of the as-manufactured geometry as a sweep, defined by the
nozzle’s “smallest printable feature” [13][131] and the restricted p-parameter motion
(assuming a constant extrusion flow and constant velocity of the printing head). This,
in turn, provides a ranking of given nozzle geometries in terms of their corresponding
build accuracy and build time. The volumetric deviation between the built and the
nominal volume can then be computed as a Lebesgue measure defined over the set
difference between the two respective volumes. Given this restriction, the problem
of motion synthesis, which is the problem of coupling the DOF of the machine to

58

Figure 2.1.1: Solid fill of a target contour with extruders of different profiles: (a) circular, (b)
elliptical. Figures (a) and (b) show the simplest motion of the nozzle without exceeding the limit
of the contour. The corresponding set of configurations where the nozzles are contained inside the
contour are shaded in green in Figures (c) and (d). Any time-based motion M is a coupling of the
parameters x and y, and it is a curve in the parametric space (here shown dotted) defined by these
configurations.
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one independent parameter such as time, recasts in this framework as the problem
of finding a space filling curve [10], under certain build quality requirements, such as
surface roughness [5] or air gap. The motion synthesis topic is will be covered in the
subsequent chapters.

2.2

Conceptual example - The inverse trajectory

In general, the trajectory Tx of a point x ∈ E d is defined as

Tx ,

[

xs

(2.2.1)

s∈M

where s ∈ SE(3) are configurations of a family of rigid-body motions M , generated
by arbitrary kinematic linkages, such as a robotic arm. Although this research focuses
on rigid motions, the formulation is generic and extends to affine transformations. A
configuration s of a system, such as a robot arm, is defined by a set of p generalized
coordinates (e.g., joint angles, prismatic translations, etc.), that are fundamentally
independent. This allows one to parametrize the motion M , by a vector space
of parameters u ∈ Rp , where u = [u1 , u2 . . . up ]t is a column vector containing
the mechanism’s generalized coordinates. Therefore, each configuration s ∈ M is
identified by at least one vector u, and denoted with s(u). For uniformity, this chapter
adopts a similar notation system as in [96]. A mapping (SE(3) → E d ) that considers
all generalized coordinates to be independent, rather than dependent variables, is in
general non-physical and referred to as multi-parametric motion [24]. The physical
motion of such a system can be obtained by coupling the generalized parameters
by one single parameter, often time, which is the task of motion planning [96], and
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results in a one-parameter variety. As an example, the Euclidean workspace of a
representative point of a 5-axis CNC machine is in general a 3D volume containing
all possible spatial locations of that point that can be achieved by that particular
machine (with uncoupled parameters). At the same time, the trajectory of the same
point under a (coupled) one-parameter motion is usually a curve, which is a subset
of the machine’s workspace.
In other words, the trajectory of a point moving according to a p-parameter
motion in E d is a p-dimensional set if p ≤ d, or a d -dimensional entity if p > d. It
is worth noting that the multi-parameter trajectory of a point is the superset of all
one-parameter trajectories that can possibly be synthesized in a time-based reference
system. By applying the inverse transforms r ∈ SE(3) such that r(u) ⊕ s(u) = idd to
a sample point y ∈ E d , where idd is the d -dimensional Identity Transformation, the
so-called inverse trajectory of the sample point y can be obtained, similarly defined
as:

T̂y ,

[

yr

(2.2.2)

r∈M̂

In this formulation, ⊕ is the group additive operator, and M̂ is the set of inverse
transformations, also known as the inverted motion (see also [82]); for example, if the
transformations are represented as homogeneous transformation matrices, then the
group operator is the usual multiplication of matrices, and the inverse transformations
are given by matrix inverse. The property of the inverse trajectory states that
only the points x ∈ T̂y will pass through the sample point y during the motion M
[54][83], which can be readily verified from the definition of the inverse transformation
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r = ŝ. Importantly, this property applies without restrictions to the number of
motion parameters and the dimensionality of the Euclidean space where the points
are embedded since it has a generic set theoretical formulation.
To provide a visual aid, Figure 2.2.1 shows in solid color the one-parameter inverse
trajectory T̂y of an arbitrary point y, embedded in a two-dimensional Euclidean plane.
Point y is contained in the forward trajectories of all points x ∈ T̂y , but not contained
in the forward trajectory of any point z ∈
/ T̂y . This property has an important
application in workspace analysis because it allows one to determine exact the subset
X ⊆ A of a moving set A ⊂ E d (such as the end-effector of a robot arm) which
will “visit” a workspace location y ∈ E d during some arbitrary motion M . Namely,
the subset X is determined from the set intersection X = As(0) ∩ T̂y , where As(0)
is the configuration of the moving set A positioned at the initial parameter values
u0 ≡ 0 = [0, 0 . . . 0]t . The notation 0 = [0, 0 . . . 0]t implies a normalized parametric
range u ∈ [0, 1], although this is not a requirement of our formulation, but merely
a way of denoting the initial motion configuration. Also for brevity, As(0) is simply
denoted with A0 , and refers to the “initial configuration” of the moving set A.
Via set intersection, all parameter values u at which the set A sweeps the target
point y can be determined. This is achieved by using a PMC (Point Membership
Classification) function I : Rp × E d −→ {0, 1}:


 1, if A0 ∩ y r(u) 6= ∅
I(y, u) =

 0, otherwise

(2.2.3)

This indicator function I(y, u) will be used in Section 2.3 to determine a restriction
on the motion parameter space Rp for which the opening of a 3D printing nozzle can

Figure 2.2.1: The inverse trajectory of a random point y ∈ E 2 shown here in solid blue color. Figure (a) through (c): the forward
trajectory of any point x ∈ T̂y intersects point y. Figure (d): in the Euclidean space there are no points z ∈
/ T̂y which will pass
through y during the forward motion.
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only move inside a given geometry of arbitrary complexity.

2.2.1

A visual example of the inverse trajectory

In this section I will attempt to illustrate the usefulness of the inverse trajectory in a
visually entertaining example. Consider the following general equation of a trochoid
(or roulette curve) as given by [184]:


cos (ger t) − sin (ger t) ged (e − cos t)



T =
sin
(g
t)
cos
(g
t)
g
sin
t
er
er
ed




0
0
1
1
M

(2.2.5)

DR
K

(2.2.6)

ger = −
ged = −

(2.2.4)

M Number of apexes
R Length of tracing arm

(2.2.7)

K Trochoid constant
e

Tolerance factor

The trochoid curve is obtained from the trajectory of a point rigidly attached to
a circle of radius r, which rolls without slipping on a second circle or radius R, fixed
in the plane. If the rolling circle is in the interior of the fixed circle, the curve is
referred as hypo-trochoid, and epi-trochoid otherwise. To the original curve equation
I have added the corresponding 2D planetary motion of the hypo-trochoid (the red
curve from Figures 2.2.2).
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describe the epitrochoid curve. The same curve can be computed by simply inverting the forward
trajectory of one of the apexes.

65
It is not difficult to show mathematically that an apex of a hypo-trochoid (let
that point be A ∈ R2 ) describes an epi-trochoid when transformed according to their
defining planetary motion given by the construction circles r and R. This planetary
motion will be our ”forward” motion of point A.
However the same epi-trochoidal curve can be easily obtained by simply inverting
Equation 2.2.4 and evaluating the parameter value t. This is due to the definition
of the inverse trajectory T̂ , which states that only the points on T̂ will be visited
by the point A during the planetary motion (see an illustration in Figure 2.2.2). All
these curves were generated using the same Equation 2.2.4 and its inverse. This is
a simple yet elegant method of computing the envelope of sweeps for cyclic motions.
For example, in rotor pumps or Wankel engines, the inverse trajectory can be used
exclusively to compute mathematically exact the outline of rotors and stators.

2.3

Build volume formulation

As stated in Section 2.1, this research seeks to derive a computational framework to
determine the maximum volume that can be built using a known extruder of arbitrary
design, without exceeding the boundary of a given a nominal geometry. Ideally the
built geometry should be identical to the target geometry (i.e. no over- or under-fill
of the target contour). A factor that significantly limits the build accuracy is the
shape and size of the print nozzle, since its resolving power degrades rapidly around
small features such as sharp corners and bosses. The repeatability and precision of
the mechanical structure is also an important factor that influences the geometric and
dimensional tolerance of the built part, but since this topic is beyond the scope of
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this thesis, the research shall consider the ideal case when the positioning tolerance
of the machine is negligible.
The maximum volumetric deviation between the as-manufactured and the nominal
geometry can be formulated in terms of a Maximum Material Condition (MMC)
tolerance. More information about geometric tolerances such as MMC, least material
condition (LMC) and the reciprocity condition can be found in ISO 2692 and ISO/TC
213. In addition, this method can provide a ranking of several given extruders in terms
of the deviation of the corresponding as-manufactured geometries from the nominal
geometry. The highest ranking extruder will have the smallest MMC tolerance, or, in
other words, the largest volume of deposited material without exceeding the target
boundary of the nominal geometry. The key to this formulation is to compute a
restriction of the printing head’s motion, represented as a set of configurations, for
which the nozzle is fully contained in the target domain. All motion configurations are
represented as points in a p–dimensional space where p is the number of generalized
coordinates, as described in Section 2.2. Thus a restriction of the motion is nothing
else than a set P ⊂ Rp . To prevent any confusion, the sets of the usual Euclidean space
are denoted with uppercase letters (i.e. A, X, G, etc.) and sets of the parametric
space are rendered with a stylized font (i.e. B, C, P, etc.).
In this case, if y ∈ G is a point of the target geometry G ⊂ E d , and A0 ⊂ E d
is the nozzle geometry in its initial configuration, the parameter vectors u for which
the inverse trajectory T̂y intersects the nozzle geometry A0 are precisely the motion
parameters at which the nozzle A passes through point y of the target G during the
given (forward) motion. The indicator function I, introduced in Section 2.2, allows
the accumulation of a set of configurations C ∈ Rp , where:
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.
C = {u ∈ Rp .. I(y, u) = 1, ∀y ∈ G}

(2.3.1)

In other words, the parametric range C contains all motion parameter values where
the nozzle can potentially deposit material over the target G. The complete set C
also contains the parameters for which the extruder deposits material both inside and
outside of the target geometry. This is unwanted since the point here is to enforce
an MMC tolerance. These undesirable motion parameters, which are elements of a
subset B ∈ Rp are defined as:

.
B = {u ∈ Rp .. I(x, u) = 1, ∀x ∈ ∂G}

(2.3.2)

The subset B contains those parametric values for which the extruder intersects
the boundary of the target geometry. The parametric set which will enforce the MMC
tolerance is given by P = C \ B, or in explicit form:

.
P = {u ∈ Rp .. I(x, u) = 1, ∀x ∈ iG}

(2.3.3)

To illustrate, Figure 2.3.1 shows a simplified example where the extruder A can
only move on a single horizontal axis between two extreme configurations. The shape
of the extruder is circular, and the nominal geometry G is a rectangle aligned with
the motion direction. For illustrative purposes it is assumed that the height of the
contour is identical to the diameter of the nozzle, so that the contour can be filled
with a single pass along the axis of motion. By accumulating all parameter values
at which the inverse trajectories of samples yi ∈ G intersect the nozzle in its initial
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Figure 2.3.1: Determining the motion parametric range of a circular extruder A, enforcing the
MMC tolerance. Figure (a) and (b) show the inverse trajectories of sample points yi ∈ G and
xi ∈ ∂G, and their respective intersection set with the circular nozzle A0 in its initial
configuration. In Figure (c), the subset C subsumes all motion parameters where the nozzle
geometry sweeps over the target contour, while the subset B contains only the parameters where
the extruder sweeps the boundary ∂G. The set P = C \ B is the set of parameters for which the
nozzle is completely contained in the target contour.
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configuration, all extruder configurations where material can be deposited over G can
effectively be determined, including those for which the nozzle extrudes both inside
and outside the boundary of G. If the rapid prototyping machine extrudes within
the configuration range B, the nozzle only extrudes over the boundary of the target
geometry. Consequently, when the machine extrudes in the range P = C \ B, the built
geometry is guaranteed to be not over-extruded because set P contains only those
parameter values for which the nozzle in fully contained in set G, and thus enforcing
the maximum material condition.
Even though in all these examples we assume that process parameters (material
flow, print-head speed, etc.) that determine the shape and size of the smallest
printable feature [131] remain constant during motion, this is not a limiting factor.
In fact, the formulation proposed here remains valid and can be applied to even
more general cases involving deformations of the deposited material as long as they
can be incorporated as additional variables, or non-rigid motions, in the motion
parametrization [55].
The restriction P allows for the determination of the as-manufactured volume (see
Fig. 2.3.2) corresponding to the MMC tolerance as a solid sweep. This is determined
using the usual definition of a sweep [54], where the transformations applied to the
nozzle’s geometry A are parametrized by vectors of the subset P [43]:

SM M C ,

[

As(u)

(2.3.4)

u∈P

Using this formulation one can also perform an automatic selection of nozzle
geometry based on the volumetric deviation between the as-manufactured geometry
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SM M C relative to the nominal geometry G. More specifically, the highest ranking
nozzle will correspond to the smallest Lebesgue measure of the set difference G\SM M C :

k = min[λ(G \ SM M C )]|i

(2.3.5)

In these equations, i represents the i-th hot-end nozzle we are comparing. Section
2.5 presents a brief discussion showing that critical regions of the build volume such
as sharp corners and thin bosses, which would otherwise be missed by the extruder,
can be included in the nozzle’s path by relaxing locally the parametric restriction P.
Figure 2.3.2 illustrates the result of the nozzle sweep according to the parameter
ranges B, C and P, respectively. If we sweep the extruder with all configurations
according to range C, the nozzle aperture will cover the entire target geometry,
including partially. In other words, this range also contains configurations where
the extrusion happens partially outside the target. Since we wish to enforce a MMC
condition and cover strictly the interior of the target geometry, we subtract those
configurations u ∈ B which only cover partially the input geometry [43]. This range
can be uniquely determined using the inverse trajectory of the target’s boundary.
Finally, Figure 2.3.2 c) shows the result of the nozzle sweep according to the MMC
condition and as the areas of the planar layer which cannot be resolved.
In Figure 2.3.3 the nozzle can translate in the XY plane. The elliptical nozzle in
Figure 2.3.3(b) not only has a larger built volume (S2 ) than the built volume due to
the circular extruder, but can also resolve the sharp corners with a higher accuracy.
For illustration, the figure also shows the volume S1 swept by the nozzle A in the
parametric restriction B.
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Figure 2.3.2: Sweep of nozzle A from Figure 2.3.1. Figure a) shows the nozzle aperture sweep
corresponding to the parameter range C (Equation 2.3.1), labeled as 1 . This sweep contains all
nozzle configurations that cover (including partially) the target geometry. Figure b) shows the
nozzle sweep (label 2 ) according to the parameter range B (Equation 2.3.2) and contains only
configurations that cover the target’s boundary. Figure c) presents the nozzle sweep according to
the MMC condition (label 4 ) and corresponds to the parameter range P = C \ B. The figure also
shows the under-fill areas created by enforcing the MMC tolerance condition ( 3 ). To the right,
the figure illustrates the respective parameter ranges. The graphs shown on the right hand side
illustrate the respective sets C, B and P in the parameter domain.

The built volume in Figure 2.3.3(b) is also larger because the nominal geometry is
conveniently aligned with the semi-major axis of the asymmetric extruder. This
shows that a Cartesian Rapid Prototyping machine cannot fully take advantage

Figure 2.3.3: Side-by-side comparison the two extruders: Figure (a) circular, Figure (b) elliptical. The AM machine is a classic
2.5-axis Cartesian structure. Figure (c) and (d) show the parametric domain corresponding to the circular extruder in Figure (a).
Figures (e) and (f) correspond to the elliptical extruder in Figure (b).
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of the asymmetric shape of an extruder unless the target contour is intentionally
placed along one of the principal directions of the extruder. On the other hand, a
machine that allows print-head rotations can reorient the nozzle so that, regardless of
geometry orientation, the extruder can be brought in a convenient orientation which
provides maximum local precision. Section 2.4.2 presents a comparative example
using a Cartesian and a T-T-R machine fitted with elliptical extruders, in which the
built volume generated by the Cartesian machine and elliptical nozzle has a smaller
accuracy than the volume generated with a circular extruder.
In Figure 2.3.4 the available motions are one rotation about the nozzle’s axis and
one translation. In this case an asymmetric extruder can take advantage of the extra
rotation and navigate through narrow passages. The set theoretic formulation enables
this method to support both translations and rotations, unlike current approaches
based on mathematical morphology [131][153]. A further advantage of our method
is its invariance to the dimensionality of the parametric space. In principle, any
arbitrary motion with as many degrees of freedom is supported. Moreover, there are
no restrictions on the planarity of the build contour, thus paving the road forward for
applications in multi-axis FDM printing and other emerging Additive Manufacturing
processes. Next section presents several examples where this method can be applied
for both layered and layerless builds.
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Figure 2.3.4: Elliptical extruder attached to a 2DOF structure (Rotation and Translation). The
elliptical extruder can navigate through the narrow passage despite having a large major radius
compared to the dimensions of the contour. Figure (b) shows the parameter selection
corresponding to the set C, while Figure (c) shows the selection B and P as described earlier.

2.4
2.4.1

2D/3D Layered and Layerless examples
Single layer build

This test case, shows a comparison in build accuracy between two machines which
have attached a circular and an elliptical extruder nozzle. Figure 2.4.1 shows a circular
extruder capable of a planar XY motion. The “keep-in” contour is a sketch of Japan’s
coastline. To emphasize the deviation between the nominal and built geometry, we
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chose an extruder large in comparison to the small features of the target contour G.
As expected, the build area deviates significantly from the nominal geometry, simply
because the extruder is too large to extrude over the small features without overfilling. The example additionally shows that this method is completely impervious to
disconnected sets. In this case, there have been identified three different sets which
must be printed sequentially or, depending on equipment, simultaneously using multiextruder print heads. Here Si = sweep[A, M (Pi )] represents the sweep of nozzle A
under the parametric selection Pi , and is mathematically given by Si = ∪As(u) , where
u ∈ Pi .
Figure 2.4.2 shows a more complicated example where an elliptical extruder is
attached to the printing head of a T-T-R machine. The possible motions allowed by
the mechanical structure are the rotation about the extruder’s axis and two planar
translations. The shape of the asymmetric extruder in Figure 2.4.2 is exploited by
the extra rotation and allows for a better coverage of the nominal set. In fact the
build area of the elliptical extruder is 17.62% greater than it was in Figure 2.4.1, thus
ensuring a better coverage of the nominal geometry.

2.4.2

Volumetric build with planar layers

The application in Figure 2.4.3 depicts a 3D geometric model built with a circular
and respectively, an elliptical extruder. In this example the nominal model from
Figure 2.4.3(a) is sliced in 278 layers, using a commercial mesh processing software
[38]. This allows one to reiterate this computation over the total number of layers.
Figure 2.4.3(b) shows the built geometry using a circular extruder and a classical
Cartesian machine. To emphasize the printability of small features the model is

Figure 2.4.1: Circular aperture nozzle A0 in a planar XY motion. The target contour contains many small features that will
otherwise be difficult to print using an oversized extruder. Figure (b) shows the parameter selections Pi which will ensure that the
nozzle stays inside the contour at all times. This example shows that this formulation is inherently capable of processing arbitrary
n-dimensional geometry while at the same time is able to detect disconnected sets of the parameter domain which must be printed
individually.
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Figure 2.4.2: The elliptical aperture nozzle A0 is attached to a T-T-R machine. The extra degree of freedom (the rotation about the
extruder’s center axis) permits the asymmetric extruder to cover more of the nominal geometry without exceeding the target
boundary. In addition, this kinematic configuration is capable of printing a fourth region, S4 , of the nominal geometry. The increase
in build surface is 17.62% as compared to the combined build areas obtained by the circular aperture extruder shown in Figure 2.4.1.
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scaled down to dimensions comparable to the nozzle size. The circular extruder in
this example acts as a low-pass filter, smoothing the model texture loosing most of the
small features. In Figure 2.4.3(c) the same Cartesian machine is used in combination
with an elliptical extruder. Since there are no rotations, the machine cannot take
advantage of the nozzle asymmetry resulting in a built model that has a “preferred”
direction, aligned with the semi-major axis, where small features are better resolved.
To emphasize this effect, the nozzle is oriented along the x-axis (left to right in the
image). Because of this less than optimum orientation, the built model shows a poorer
resolution when compared to the one in Figure 2.4.3(b). Finally, in Figure 2.4.3(d)
the model is built using the same elliptical extruder but this time on a T-T-R machine
configuration. The extra rotation about the extruder’s center axis allows the nozzle
to cover small features in any planar direction, and thus following more closely the
nominal geometry. Using this configuration, an increase of 4.2% in build volume was
achieved, compared to the model in Figure 2.4.3(c).
Figures 2.4.3(e) through (f) show a section of the computed volumetric builds.
In Figure 2.4.3(e), corresponding to the model in Figure 2.4.3(b), the extruder has
a circular aperture and is capable of translating in the XY plane. It is clear that
small features of the layer contour (shown in black) cannot be printed because the
size of the extruder is too large. Figure 2.4.3(f) corresponds to the model (c) and
shows the use of an elliptical extruder in planar translation. The asymmetry of the
extruder and the lack of rotation favors the x-axis in terms of precision. In this
machine setup, a printable feature G2 that is aligned with the x-axis can be printed
with much higher accuracy than the feature G1 , which is aligned with the y-axis.
Lastly, in Figure 2.4.3(g) the elliptical extruder has an extra rotation about its center

Figure 2.4.3: Computed 3D build. Figure (a) shows the nominal geometry to be printed; here the planar layers are aligned with the
Z-axis. Figure (b): the model is built using a circular print head on a Cartesian 3D printer. Figure (c) shows the build using a
Cartesian machine but an elliptical extruder. Since the mechanical structure does not allow rotations, the nozzle’s asymmetry
produces two fixed directions of different resolving power. Figure (d) illustrates a model where a T-T-R mechanism is used in
conjunction with an elliptical extruder. Due to the extra rotation about the nozzle’s axis, the printer can resolve finer detail than both
Figures (b) and (c) while maintaining a similar material flow and thus a comparable build time. Figure (e) through (g) illustrate a
cross-section from the respective models (b), (c) and (d), and the volume of material deposited in that layer. The figures also show the
shape and size of the extruders used (A0 ).
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axis. This ensures that the minor radius of the nozzle can be used in any orientation
and thus resolving smaller features, regardless of their orientation with respect to the
build volume. Out of the three machine configurations under study, the model in
Figure 2.4.3(d) has the largest build volume, without exceeding the boundary of the
nominal geometry, thus the best MMC tolerance.
The computer code uses a GPU accelerated algorithm and is a straight-forward
implementation of the method described in Section 2.3. It uses point clouds as
the particular geometric representation and homogeneous transformation matrices
to carry out the computation. The machine used to run this software is a Dell
Precision 7910 with dual Xeon processor clocked at 2x2.3GHz, an nVidia Quadro
K2200 graphics card and 64GB of RAM. Using this configuration, an execution time
of approximately 37s was achieved for each of the models (all slices) in Figure 2.4.3.

2.4.3

3D Layerless builds: A gateway to organ 3D printing

In this example I show how this method can be applied to “layerless” 3D printing
of shapes as a cost-effective and accurate alternative to 3D build volumes, printed
with Selective Laser Sintering (SLS) [86][158]. In this example the printing is achieved
using a 4-DOF Selective Compliance Assembly Robot Arm (SCARA), shown in Figure
2.4.4. The mechanical structure of this robot has 4 DOF that include a displacement
of the nozzle along the z-axis, as well as three rotations about the local z-axes.
Importantly, the method presented here can be applied to printing with devices that
have multiple degrees of freedom and print on planar as well as non-planar surfaces.
Naturally, the medical destination of these builds requires the deposited material
to be USP-NF class VI compliant and meet the ISO-10993 standard for bio-compatible
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thermoplastics. In this application, FDM is used without the need of depositing the
material in a classic layer-by-layer approach. In this formulation, the motion of the
printing head is not restricted to a plane. Therefore, the as-manufactured geometry
can be computed without a pre-set build direction or constant thickness layers. As
described in Section 2.3, all print-head configurations for which the extruder nozzle
is contained within the 3D boundary of the nominal geometry can be identified, after
which the as-manufactured geometry can be calculated as a sweep defined by the
extruder’s smallest printable feature transformed by a restricted set of configurations.
Once this information is available, one can explore the motion planning aspects of
this “layerless” 3D printing, which we will discuss in the subsequent chapter.

Figure 2.4.4: Selective Compliance Assembly Robot Arm (SCARA). Figure (a) shows the
kinematic configuration. The Origin reference system (O) is fixed in the 3D space while the
End-effector system (E) has 4-DOF relative to O (i.e. R-R-R-T). Figure (b) shows a commercial
version of this machine, produced by Stäubli.

The nominal geometry in this example is an average-sized maxillary first molar
of an adult.

To emphasize the difference in built volume, the as-manufactured

geometry is first calculated using oversized extruders with a circular, and respectively
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an elliptical aperture. Figure 2.4.5(a) shows the nominal geometry of the molar as
well as the position of the section plane used in the corresponding section views.
Figures 2.4.5(b) and (c) show how the oversized extruders cannot resolve the small
features corresponding to the roots of the molar. In Figure 2.4.5(d) the thickness
of the additional volume of material deposited is color coded to show the difference
between the elliptical extruder build compared to the circular one. The figure shows
that only the low curvature sections of the model can be printed with the same
accuracy.
Figure 2.4.6 shows a more realistic 3D build of this first molar. The circular
extruder of φ1.28mm, which is regarded as a relatively large extrusion nozzle, does
not adequately print the roots of the molar, making it unsuitable for this application.
On the other hand, an elliptical extruder of the same semi-major axis but a semiminor axis of a = 0.71mm achieves a higher geometric accuracy, while maintaining
the benefits of using a relatively large nozzle, including decreased printing time and
increased durability. Even though the difference between the as-built and nominal
volumes shown here is below 5%, the method presented here can identify the small
features of the nominal model that cannot be printed with given nozzle geometries
and machine kinematics. For a side-by-side comparison, Figure 2.4.6(b) shows a
cross-section of the as-manufactured models using the course extruders.

2.5

Discussion

This chapter presents a generic method for computing the as-manufactured geometry
in additive manufacturing, which in turn, provides a meaningful ranking of given

Figure 2.4.5: Conceptual dental implant built with oversize extruders. Figure (a) shows the nominal geometry of the “implant”.
The as-manufactured geometries are shown in: Figure (b) using a circular extruder with an aperture opening of φ2.15mm, Figure (c)
using an elliptical extruder with semi-axes a = 1.28mm and b = 2.15mm. Figure (d) shows the additional volume added by the
elliptical extruder, when compared to the as-built geometry generated by the circular extruder.
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Figure 2.4.6: Figure (a): Superimposed as-manufactured geometries of a first molar built with a φ1.28mm circular opening extruder
(in blue) and an elliptical extruder with semi-axes a = 0.71mm and b = 1.28mm (in purple). Figure (b) shows a cross-section of the
as-manufactured geometries from Figure 2.4.5 for a comparison of accuracy. Figure (d) illustrates the additional volume deposited by
the elliptical extruder compared to the geometry of the as-built geometry generated the circular extruder.
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nozzle geometries in terms of their corresponding build accuracy and build time. It
is important to note that this method is applicable to printing on planar and nonplanar surfaces, with extruders of arbitrary geometry and with machine kinematics
that have multiple degrees of freedom, including rotations. The Maximum Material
Condition is enforced as a dimensional tolerance to have a meaningful comparison
of build volumes. In effect, this tolerance acts as a maximizer of the built volume
while ensuring that the nominal boundary is not exceeded. The effectiveness of this
method is exemplified with an elliptical extruder as an alternative to nozzles with a
circular opening, although this generic method accepts any arbitrary geometry.
The formulation is derived in set theoretical terms and uses the concept of the
inverse trajectory, which allows it to be implemented in virtually any geometric
representation which supports distance computations. Time is not considered in
these derivations at this point; instead the motion is treated as a set of configurations
parametrized by the mechanism’s generalized coordinates. The ability to calculate the
motion restriction which will prevent the nozzle from exceeding the nominal boundary
can be viewed as a precursor to motion synthesis. Any one-parameter coupling of all
generalized coordinated is represented in this parametric space as a curve. Therefore,
a re-parametrization of this motion under time (i.e. motion planning) recasts itself as
a space spanning curve in a p-dimensional space, given certain quality requirements.
This formulation does not enforce the planarity of the build layer, which makes our
approach suitable for layer-less AM technologies such as 6-axis Fusion Deposition
Modelling and laser jet cladding.
The mathematical framework presented here provides all the information necessary
for a subsequent as-manufactured geometry optimization. By relaxing the MMC
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condition locally, the build accuracy can be further improved locally by over-extrusion.
Such an analysis can be carried in the parameter domain, for example by mapping
the over-extruded geometry as a signed distance function from the boundary. This
way, one can identify and correct boundary regions where the built accuracy exceeds
a target value.
The proposed method opens up a number of fascinating research directions to
explore, which would take advantage of the additional flexibility of non-circular print
heads driven by multi-DOF machines along non-planar free form surfaces.

Chapter 3

Motion synthesis in Additive
Manufacturing

3.1

A path to robotic FDM

In the classic 2.5-axis configuration, the printing head can only execute a planar
translation. As a result, the as-manufactured model must be approximated with
planar cross-sections perpendicular to a given, fixed direction. This procedure, called
slicing, ultimately determines the build accuracy of the as-manufactured model,
specifically the dimensional tolerance along the slicing direction [30]. Because the
layers have a finite thickness, the overall ”height” of the build can only be a multiple
of the layer thickness. In effect, the dimensional accuracy upper bound along the
build direction, referred to as z-axis, is half the layer thickness. Choosing this z -axis
is generally a prerequisite of the manufacturing process because it has a great impact
on the build quality, such as surface roughness and aspect, as well as the mechanical
87
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rigidity of the manufactured part and its accuracy. Most commercial slicing software
have an automatic z -axis selection algorithm which relies on computing the minimum
support volume needed to for the build [28][29][49][189]. Other characteristics that
are accounted for when choosing a build direction include maximizing the surface area
between the first layer and the printing bed, minimizing the dimensional tolerance
between the as-manufactured model and the nominal one, and lastly the projected
build time. The contact surface between the fist layer and the bed can be ignored
completely, if rafts are used. Rafting refers to extending the footprint of the first
layer, primarily to improve adhesion with the build platform. This technique is
commonly used with amorphous materials (such as Acrylonitrile Butadiene Styrene ABS) which have no true melting point. Figure 3.1.2 shows parts that are constructed
with rafts. A poorly chosen z -axis may require unreasonable support structures (term
referred simply as ”support”), or may result in very thin cross-section areas which
cannot be resolved by the printer/extruder combination. The thin cross-sections must
be avoided altogether in an FDM process since the dimensional tolerances become
unpredictable due to excessive local heating or insufficient cooling. Also, the width
of a path is usually dictated by the diameter of the circular nozzle, thus a crosssection smaller than the nozzle’s aperture cannot be resolved in most situations.
Current firmware for FDM printing allows a small modulation of the filament flow
such that the width of the deposited material can be varied in some limited range,
although in this situation, the future paths in the same region are not being adjusted
to accommodate the deviation in material volume. This modulation is thus used as a
local adjustment to improve either build accuracy or enhance fusion but is ineffective
on a larger scale using the classical motion planning techniques.
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Figure 3.1.1: Process diagram of traditional Additive Manufacturing with planar layer sampling.
The 3D geometry is approximated by planar layers with constant spacing. In each layer a path
planner generates suitable trajectories of the extruder to approximate the model’s boundary and
possibly an infill pattern (see next section for an explanation). The trajectories are sent to the
printer using standard G-code where a motion generator linearly interpolates path points.

Figure 3.1.1 show the traditional process landscape for Additive Manufacturing
using planar approximations. In this paradigm, two software archetypes are used:
(1) the Slicer [113][143][172] generates suitable trajectories of the end-effector and
specific actions the printer is instructed to carry out (for example retract/prime the
extruder nozzle, set the material flow rate, specify maximum accelerations or velocities
etc.). And (2) a G-code interpreter [145][146] which translates the universal machine
code commands into physical displacements of the 3D printer actuators, including
the filament extruding apparatus, mirror actuation etc.

Not all AM techniques

incorporate sensing into their servo system. For light-weight machines, including but
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not limited to Fused Deposition Modeling, sensing is omitted from the control diagram
because of the use of specialized actuators, such as stepper motors, which enables
direct control over their angular displacement. In this thesis, I will not focus on the
problem of generating the physical motion from G-code commands. This research
topic is well-studied in the literature [25][57][132][163], and excellent interpolators are
available as open-source code [145][165].
The following figure (3.1.2) shows an example where the as-manufactured part
is the pod which houses the Flight Controller and assorted control electronics for a
standard 4” quad-copter. This component was printed on a 2.5-axis FDM machine,
and the build direction coincides with the copter’s yaw axis. For this particular
example, the choice of the build direction is obvious because in this orientation the
build requires the least additional support (providing that the access panels do not
pose a significant overhang). This is a case where a classic 2.5D Rapid Prototyping
machine is unable to resolve the part’s outside surface with a satisfactory resolution.
In fact, in this example, there is no build orientation that will resolve the geometry
of the pod with a sufficiently high resolution so that the part’s functionality is not
negatively impacted. If the slicing is performed perpendicular to the yaw axis, the
staircase artifact is aligned with the flight direction and can potentially increase drag.
On the other hand, the build will require a completely unreasonable support structure
to promote fusion and prevent overhangs. Additionally, the slicing direction would
then be aligned with the sheering direction in case of a crash, and may result in layer
de-lamination when subjected to excessive strain, thus limiting the effectiveness of
the pod in protecting the sensitive on-board electronics.
These parts were built on a traditional 2.5-axis FDM machine. The filament
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Figure 3.1.2: FDM build of a free-form surface using a 2.5-axis machine. Figure (a) shows a
complete and unsupported build. The as-manufactured part exhibits large overhangs in the
unsupported regions. Figure (b): incomplete part of a supported build. The extra time spent
generating the supporting structure lengthens the build time by 70% and uses 60% more material.
Figure (c) presents a detail view of a supported overhang. Despite having supporting material, the
build shows deformation due to under-extrusion and lack of fusion. Figure (d) shows the familiar
staircase effect, typical for FDM builds with planar layers.
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material used for all these builds is Polylactic Acid (PLA), extruded through a
0.5mm circular aperture hot-end mounted on the print head of a CUBEX-Trio Rapid
Prototyping machine. The layer thickness in all these builds is 0.3mm with an infill of
50%. These dimensions for layer thickness and infill are typical with FDM processes,
where 0.3mm layer height is regarded as coarse, but having the advantage of a very
high rigidity. A layer thickness of 0.1mm is considered extra-fine with a high tendency
of layer delamination, warping due to excessive heat or insufficient cooling, and even
more important, excessive dimensional deviation due to the nozzle’s own geometric
tolerances. The relatively sparse support material shown in Figure 3.1.2(b) still
accounts for a 60% increase in material utilization, as well as an increase in build time
from 2h:37’ to 4h:7’. A more important observation with this build is that even though
support was used, many overhanging surfaces were deformed due to loss of contact
and flow interruption (see Figure 3.1.2c). The only way to alleviate loss of contact
in overhangs is to remove the z-gap parameter in the slicing software. This variable
controls the physical air gap between the overhanging layer and the support structure,
expressed naturally in number of layers. If the z -gap is set to 0 then the support will be
in direct contact with the actual build surface. This is a clear disadvantage because
this setting will guarantee fusion between the manufactured part and its support,
making the last step, which is part finishing, more labor intensive and can also result
in a decrease in build accuracy. The staircase artifact, typical with FDM processes is
shown in Figure 3.1.2d. As long as the the layers maintain their dimensional tolerance,
smoothing is possible as a finishing step. Different techniques such as vapor polishing
or hybrid manufacturing (consisting of AM and classic machining) are known for
improving the surface quality, while at the same time controlling the dimensional
tolerances.
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3.2

Existing path planners

At the time of writing this thesis, the fused deposition modeling process is almost
entirely designed around using a 2.5-axis machine configuration. Therefore, all current
path planners have entirely no support for any other machine configuration. The
extruder trajectories are generated for three distinct operations:
1. Contouring
2. Infill
3. Support

3.2.1

Contouring

Contouring represents the process of generating the boundary of the 3D model. Given
that the entire printing process happens in planar slices and the nominal geometry
is conveniently represented as a boundary triangulation (i.e. STL files), the slicing
software performs repeated triangle/plane intersections to extract boundary curves
(or outline) which approximate the geometry at a particular height. Note that some
of these curves may be inside the built model. The path planner samples these
planar curves to output discrete, but finely spaced via points, as G-code [144][146].
The motion generator, usually implemented on the 3D printer’s embedded device,
executes the G-code by linear and arc interpolation commands. The wall thickness
of the 3D part can be varied to increase rigidity in which case, multiple contour
curves are generated by the path planner using simple planar offsets (see Figure
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3.4.3 for a possible method of calculating planar offsets). Although fairly straightforward to compute and implement, existing contouring techniques have no support
for generating spatial tool-paths (i.e. position and orientation of the extruder).

3.2.2

Infill

To prevent cavitation and improve the overall rigidity, the 3D models must be further
reinforced. Infill is the process where the slicing software adds walls of supporting
material on the inside of the built part. The process of generating the infill trajectories
starts with overlaying a regular pattern which covers the entire layer. The pattern is
then trimmed to the boundary curves by simple segment/segment intersection. The
path planner then connects the endpoints of the pattern by a small offset curves
to the previously generated contours. Though not advisable, it is perfectly possible
to produce completely hollow parts by skipping the filling step. The size, pattern
and density of the infill is always user defined and commonly ranges between 5%
- 50% of the interior volume occupied by the infill material. Commercial slicing
software support a number of polyhedral infill patterns such as rectangular grids,
honeycomb patterns, regular and random triangular grids etc. Figure 3.2.1 shows a
sample process of generating the infill trajectories in a planar layer. The trajectory
planner evaluates the intersection points between the boundary of the current layer
and a user selected infill pattern (in this example a rectangular grid). A possible
computer implementation of this step is either line/line intersection if the boundary
geometry is represented as discrete sample points, or alternatively evaluating the
curve at the grid locations in both X and Y directions if the geometry is represented
analytically. Finally, the motion planner selects a sequence of these intersection points

95
which will generate non-repeating traces. This can be implemented for example using
the traveling salesmen problem in an undirected graph, where the intersection points
are the graph vertexes. The start and end-points can be chosen at random, although
they are usually selected based on the contour’s geometry.

Figure 3.2.1: Calculating the infill traces for a planar layer. Figure (a) shows the layer’s outline
1 which will be used for contouring. The infill will be deposited ”inside” the outline. Figure (b)
illustrates the stencil 2 used to generate the infill; for clarity we chose a regular grid. In Figure (c)
the path planner generates the intersection points 3 between the input contour and the
rectangular grid. This step is trivially computed by evaluating the curve boundary at regular X
and Y grid pitch values. The final step shown in Figure (d) consists of connecting the interpolation
points (labeled 4 and color coded with yellow) in a non-repeating sequence. The start-point 6
and end-point 5 is programatically selected among all interpolation points.
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For robotic 3D printing, the infill would generally not be necessary as there is no
danger of cavitation or interrupted overlap volume (i.e. the extra rotational degrees of
freedom ensure that the pool of fused filament is always supported by the previously
deposited layers).

3.2.3

Support

Parts of the built model that are unsupported by previously deposited layers must be
braced to prevent sagging. The slicing software can easily detect these regions of the
build by comparing the boundary outline of subsequent layer. In other words, if a
higher layer contains parts of it contour outside the outline of the previous layer, the
slicing software offers the option to deposit a supporting structure when printing the
lower layer. When the build is complete, the support must be manually separated
from the model and discarded. To promote separation, the structure of the supports
is usually much more sparse than the model, although it is common that the support
to accidentally become securely fused to the main model, increasing the difficulty
of separating the support. In the case of 2.5-axis FDM printing, supports represent
some of the most important process decisions the user must take in order to obtain
a reasonable quality build. Figure 3.1.2 shows a few noteworthy observations about
supporting structures. The upper-left image shows the print quality when layers are
unsupported; the part’s recess contains many contour traces that could not be fused
with any previous layer resulting in a severe deviation from the model geometry. In
the lower-left image, the sparse support structure offered little help in preventing
sagging. Not only that but a few improperly supported layers fused with the artificial
structure which will require significant effort in the post-print finishing. Finally, the
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image in the upper-right corner shows the support geometry needed to brace the topmost layers. Although sparse, the extra structure increased the filament consumption
by 60% (which has no use after the build and must be discarded), and significant
increase in the build time by 70%. Just as a remark, the model in Figure 3.1.2 could
not be built with infill because the part must be hollow in order to accommodate the
on-board avionics. Arguably, robotic 3D printing does not require support structures
entirely. That is because the model can be reoriented at any time in such a way that
the pool of fused material is always supported by a previously laid trace.

3.2.4

First layer build features

The slicing software also offers a few additional features to help improve the quality
of the build. These artificial structures are entirely optional, although when used
correctly they do improve the quality of the build.
Skirts are exterior planar offsets of the first layer boundary deposited at a larger
distance to the perimeter of the first layer. The purpose of these traces are mainly to
prime the extruder and visually indicate the perimeter of the part on the build plate.
Examining the deposition of the skirt is an early indicator of the correctness of the
machine’s tramming and the filament adherence to the build plate.
When the model has a very small footprint in the first layer, the possibility of
the partial build to separate from the platform increases. In this case, path planners
offer to add a brim, which is an array of offset curves deposited in contact with the
contour of the first layer (see Figure 3.1.2). The purpose of the brim is to increase
the contact surface between the first layer and the plate.
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Conversely, if a part has too much contact with the build plate, removing it from
the machine when the process is complete become challenging. In this case, the
path planner offers a feature called raft which consists of a sparsely packed structure
deposited between the model and the build plate. The sparsity of the structure is
designed to have enough adherence to the plate while at the same time to easily be
separated from the main model. Rafts usually deteriorate the quality of the first layer
reason, and in many occasions it is difficult to remove.

3.2.5

Scaling to 6DOF path planners

The key advantage of a six degree of freedom path planner is the ability to orient
the surface of the partial build relative the direction of gravity and the orientation of
the extruder. As we saw in the previous subsections, most of the artificial structures
like the infill and the support are introduced to prevent layer sag, and thus indirectly
promoting inter-layer fusion. A part printed with robotic FDM can be oriented in
such a way that the pool of fused material is always supported by the previous layers,
hence all supporting structures are not necessary. This comes with the bonus of less
wasted filament and a shorter build time.
Additionally, since the complete configuration of the extruder will be prescribed,
we can potentially compare other nozzle geometries which can improve the quality
of the finished print and further shorten the build time. Unfortunately the current
path planners not only will not scale but they are fundamentally incompatible with
robotic 6DOF printing, due to their inherent model approximation scheme (i.e. planar
sectioning) present at the core of this process.
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Chapter 2 describes how a non-circular extruder can significantly improve the
accuracy of the finished product while at the same time maintaining or even shortening
the time required to finish the build. In the next sections, I will introduce a general
framework for computing 6DOF paths suitable for robotic Fused Deposition Modeling
using circular, elliptical or even arbitrary shaped extruder nozzles.

3.3

The challenge of FDM with spatial toolpaths

One of the goals of this thesis is to introduce multi-axis FDM as an core Additive
Manufacturing technique. By employing a multi-DOF mechanical structure, typically
a 5-axis CNC machine or an industrial robot, we intended to give the extruder at least
one extra degree of freedom. The advantage of having rotations between the print
head and the build platform comes from the 2.5-axis machines’ inability to accurately
track three-dimensional surfaces. In the opening paragraph of this section it was
described the mechanism of generating 3D surfaces using planar layers. Since slicing
can only occur along some given direction, the build accuracy tends to favor the part’s
XY-plane. The reasoning being that along the X and the Y axis, the resolution of the
build is given by a combination of the machine’s precision, the dimensions of the hotend, the filament flow rate and the material used. On the other hand, along the Z-axis,
the staircase artifact dominates all other process characteristics. In addition, many
2.5-axis configurations include the printing bed actuating on the Z-axis making room
for positioning error and more important, vibrations during high-dynamics motions.
In general, regardless of machine configuration, users avoid placing the Z-axis along
critical dimensions or other functional characteristics of the build.
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A multi-DOF architecture, such as a robotic arm or a multi-axis CNC machine
would thus be able to not only pan the print head in a local coordinate system, but
also adjust the orientation of the nozzle with respect to the part’s surface normal. As
a first goal, this Additive Manufacturing technique should describe a consistent and
unambiguous method of positioning the nozzle of the hot-end relative to an arbitrary
3D surface.
The example in Figure 3.3.1 shows a practical situation when a fully spatial toolpath would improve dramatically the volumetric deviation between the nominal and
the as-manufactured geometry. The example shows the polymer insert used in a knee
replacement prosthesis for re-constructive surgery. Components for prostheses have
been traditionally manufactured in low volume production cycles such as silicone
casting or investment casting. The disadvantage of using these technologies is that
they employ a two-step process in which a master (i.e. a positive) must first be
manufactured, usually from resin or wax, after which the cast can be created. A
more cost effective method involving rapid prototyping has been recently used to
manufacture parts for prosthetic applications [12][40][160], but they primarily use
Selective Laser Sintering or Vat Photopolimerization. Aside cost, some of the biggest
advantages for using additive manufacturing in these applications is the shorter lead
time, while at the same time allowing a more particularized design of the 3D model
as well as a high accuracy fitment.
The traditional planar layer Fusion Deposition Modeling, is to this date not a
preferred technology for these high accuracy builds mainly because this technique’s
familiar staircase effect [157] and insufficient accuracy. FDM is by far one of the
most affordable Additive Manufacturing techniques, while at the same time delivers
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Figure 3.3.1: Knee replacement prosthesis with cross-linked polyethylene bearing. Figures (a)
and (b) show the assembly and respectively an exploded view. The active portion of the bearing is
shown in Figure (c).
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Figure 3.3.2: FDM build of the prosthesis’ insert shown in Figure 3.3.1. Figures (a) and (b)
show two toolpaths along the target surface: (a) planar slicing toolpaths, (b) spatial toolpaths.
Figure (c) shows the as-manufactured geometry using the planar toolpaths and an extruder with
circular aperture, while Figure (d) shows the 3D build using the same circular extruder nozzle and
the spatial toolpaths.
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good mechanical properties of the manufactured model, making it very suitable for
low volume production runs or unique builds. In an attempt to visually demonstrate
the main disadvantage of using FMD in applications involving free-form surfaces,
Figure 3.3.2a shows a simulated as-manufactured volume of the active component
in the replacement knee shown in Figure 3.3.1. The model is constructed using
planar slices, of large thickness to emphasize the stair-case effect. In this example
the extruder used to build the model is having a circular aperture, of similar size
with the layer thickness, and can only move in an XY-plane. In practice, the surface
artifact is more pronounced when the layer thickness approaches the radius of the
circular extruder, while a layer ”higher” than the extruder’s radius will lead to a lack
of inter-layer fusion. An important observation here is that even if the layer height is
small enough, the deposited material will continue to exhibit an interruption in the
fused volume. The reason for this unwanted behavior is the fact that the free-form
boundary presents many regions where the surface local normal deviates slightly from
the build direction. In this case, neighboring paths of the extruder must correspond
to layers of different height leading to a sparse sampling of the surface boundary. In
the best case, a sparse sampling of the surface would lead to a pronounced staircase
effect, but as Figure 3.3.2a shows, in a more typical scenario this would lead to
a lack of fusion between the swept traces. For reference, Figure 3.3.2c shows the
2D trajectories of the extruder’s center. Another important observation is that the
planar slices will approximate the model with a higher accuracy when the surface
normal is closer to perpendicular relative to the build direction. This in fact is one of
the metrics that commercial slicing algorithms are using for determining the optimal
build direction. And finally, as explained in the introduction section, since the slicing
direction does not change during build and the layer thickness remains constant,
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the model height remains the higher dimensional error of the build, because the asmanufactured model’s dimension on the Z-axis can only be an integer multiple of the
layer height.
The simulated model in Figure 3.3.2b was constructed using spatial trajectories
and a circular extruder nozzle having the same size as in Figure 3.3.2a. In this
construction, the extruder must be allowed at least two extra rotational degrees
of freedom about two non-collinear axes (for example attached to a 5-axis milling
center or a 6DOF robot arm). This requirement will ensure that the nozzle’s axis
of symmetry can be positioned along the local surface normal. A possible solution
for generating spatial trajectories of a three-dimensional free-form surface is to begin
with a planar slice and then gradually construct curve offsets based on the geodesic
distance from the seeding curve [3][4][109][139]. This assumption makes sense because
the build must start from the surface of the print bed. In order to have a meaningful
comparison, the offset distance was maintained to the same value as the layer thickness
from Figure (a). As expected there are no major differences between planar and nonplanar layers in the first two trajectory loops, because the planar layers approximate
correctly surfaces that have their normal close to perpendicular to the build direction.
As the build progresses, the figure shows evenly fused traces, regardless of surface
normal. This is because the geodesic-based offset implicitly guarantees fusion in
neighboring traces, regardless of surface complexity. An added advantage of using
spatial trajectories is that, at least in theory, the printing bed can be a free-form
surface as well. Finally, Figure 3.3.2d shows the loop trajectories of the extruder’s
center, obtained from surface offset curves.
As a side note, if the Rapid Prototyping machine used to create the model in
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Figure (b) is a ”table-tilt” configuration [168][169][171], an additional advantage (at
no cost) is the fact that all newly deposited traces are implicitly supported by either
the print bed (first layer), or the previously deposited layers, because the extruder’s
axis of symmetry is aligned with the ”vertical” direction (i.e. acting along g, the
direction of Gravity). This indicates that hollow builds are possible using spatial
trajectories for theoretically arbitrarily complex target geometries.

3.4

Path generation in planar sections

In the next sections, I will gradually introduce a novel path planner that is able
to incorporate arbitrary shaped extruder nozzle apertures and also n-DOF machine
architectures. This section is focused on planar layers and arbitrary extruders, while
Section 3.8 analyzes the case of layerless builds.

3.4.1

Circular extruders

Since extruders with circular apertures are rotation invariant about their center axis,
the corresponding volume deposited can be more easily calculated with Minkowski
operations [131]. The Additive Manufacturing applications where the extruder is
allowed to move relative to a three-dimensional surface is in fact a recasting of
the 5-axis milling process, where the set mathematical operator is converted from
subtraction to addition [121]. Even though this approach would apply to additive
manufacturing with fully three-dimensional tool path, it is not generic since its
core formulation relies on classic morphological operations such as the Minkowski
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sum and difference [152]. The CNC motion generation is point based for most, if
not all, current 5-axis manufacturing processes, and involves a motion interpolation
between discrete points on the target surface. Point interpolation is a process where
the tool center moves between two consecutive target points using some arbitrarily
defined approximation of the nominal surface. One of the most popular choices in
point interpolation uses Non-Uniform Rational B-Splines (NURBS) computed onthe-fly using Field Programmable Gates Arrays (FPGA) [185]. This approach takes
advantage of the tool’s axial symmetry to generate a curve-like trajectory of the tool
tip. In the case of additive manufacturing, the ”tool” tip is the center of the circular
extruder. The shape similarity between a bull-nose end-mill and the instantaneous
extrusion droplet (more commonly referred to as smallest printable feature[13][131])
bridges the two manufacturing concepts (additive versus subtractive) and enables
fully three-dimensional trajectory computations.

3.4.2

Non-circular extruders

For extruders with non-circular apertures, the process similarity between classic 5axis machining and rapid prototyping is lost. Non-circular apertures imply that
the smallest printable feature is not symmetric about its center point, and thus
not rotation invariant.

Motion planning in this case cannot rely on the classic

morphological operations because spatial tool paths generally include a 3D rotation
about a point. This research aims to answer some of the more impending question
related to 3D tool-path generation in evolving domains, with particular applicability
to emerging additive manufacturing processes such as 6-axis rapid prototyping using
non-circular extruders. Current literature does not offer direct support for this area of
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study. However, the general motion of a non-circular extruder is conceptually similar
to the more classical robot motion planning, in particular to coverage path planning
[37][65].
The solution space for path planning in both fixed and evolving domains is
unbounded, reason for which an infinite set of motions can be generated to cover
an arbitrarily given three-dimensional surface. Coverage path planning is a wellknown concept, commonly applied in terrain cartography [78], underwater exploration
[53][85], service robots and warehouse management robots [112], and painting robots
to name a few. The key attributes of coverage path planning (CPP) include:

• Complete coverage of the target domain
• Fixed or moving obstacle avoidance (if present)
• Non-repetitious trajectories
• Controlled overlap between adjacent paths

The last condition in this attribute list is integral to motion planning in Additive
Manufacturing, particularly in FDM because the fused volume between neighboring
traces dictates not only the structural and mechanical properties of the build but also
the dimensional precision of the as-manufactured part. Generally speaking, there is
an infinite number of trajectories that can be synthesized based on the attribute list
presented above. For this reason, one of the simplest motion planning strategies,
implemented initially in cleaning robots, is a randomized path generator which puts
the robot on a collision-free trajectory with the environment. In this approach the
assumption is that if the robot spends enough time covering randomly a non-evolving
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domain, it will eventually cover it. The obvious disadvantage of this approach is that
the paths are, in the most general case, self-intersecting. In terms of FDM, real time
measurements (such as vision, close range LIDAR or echo-location) could potentially
correct the self-intersection issue along with generating a controlled overlap of the
fused material, but the trajectory would become impractical because the print head
will have to execute non-extruding motions while avoiding already extruded traces.
In collaborative Additive Manufacturing, (i.e. extrusion with multiple extruders,
possibly uncoupled by the same printing head) this randomized method would become
completely unpractical. As stated earlier, one of the main goals of this research
is to develop a generic method of synthesizing a suitable spatial motion of print
heads equipped with circular and non-circular extruders. To correctly asses the
corresponding properties of such a motion, Figure 3.4.1 shows a planar contour which
must be covered by a known circular extruder (Figure a.) and respectively an elliptical
extruder in Figure (b).
A possible trajectory of the extruder’s center can be seen in Figure 3.4.1 marked
with dotted lines. In order for the extruder to cover the target area in as fewer
interpolations as possible, the asymmetric extruder must maintain its semi-major
axis perpendicular to the bounding contour. This comes as a natural remark since in
this orientation, the extruder aperture will sweep the maximum possible surface in
one pass. In the narrower passages on the other hand, the extruder must change its
orientation relative to the contour’s normal to ensure that the width of the trace does
not exceed the target boundary. This implies an exception from the first condition
which enforces the semi-major axis to be aligned with the local normal to the contour.
Therefore the motion property can be rephrased as: the asymmetric extruder must
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Figure 3.4.1: Figure (a): Circular extruder in planar motion. The extruder must execute at least
seven interpolations to completely cover the target domain G. Figure (b): the larger elliptical
extruder must execute only three interpolations to cover the same target without exceeding the
boundary. The aspect ratio of the circular extruder makes it suitable for covering large surface
areas in fewer passes (hence shorter amount of time) while at the same time, can navigate through
narrower passages.

maintain the smallest available angle, α, between the semi-major axis and the local
boundary normal. Mathematically, this exception can be formalized as a minimization
problem. Recall that the first part of this research (Chapter 2) describes a generic
methodology for computing the set P of all possible print head configurations for
which the extruder’s nozzle, and thus the smallest printable feature, is guaranteed
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interior to a target volume. This set of configurations represents the search domain
of this minimization routine, which is a restriction of the parametric domain Rp . To
alleviate computations, this restriction can be further simplified via set operations.
Given a sample point x ∈ ∂G on the target boundary for which the corresponding
angle α must be computed, one can determine the set of configurations D ∈ Rp using
the inverse motion, where

D = {u ∈ Rp |I(u, x) = 1}

(3.4.1)

Recall that the indicator function I is given by I : Rp × E d −→ {0, 1}. Given a
point x ∈ E d and a motion parameter vector u ∈ Rp , I is defined as:


 1, if A0 ∩ xr(u) 6= ∅
I(x, u) =

 0, otherwise

(3.4.2)

In this notation, the element r(u) ∈ M̂ is the inverse transformation corresponding
to the parameter vector u ∈ Rp , while A0 is the initial configuration of the smallest
printable feature.
From the property of the inverse trajectory (Section 2.2), the set D represents
all configurations for which the extruder deposits material over the boundary sample
point x ∈ ∂G (amply discussed in Section 2.3). As a result, the set intersection
F = D ∩ P corresponds to those configurations for which the smallest printable
feature is both interior to the target volume G, as well ”touches” the sample point
x. The set P is given by P = {u ∈ Rp |I(u, x) = 1, ∀x ∈ iG}, while set D is given by
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D = {u ∈ Rp |I(u, x) = 1, ∀x ∈ ∂G}.
In the associated computer implementation, calculating the set F reduced the
number of candidate configurations from 8e6 to a few hundred for each boundary
sample. It is fair to assume that the extruder is rigidly attached to the print head
and its major/minor axes aligned with the local coordinate system. Therefore this
minimization problem can be described as the smallest angle computed between the
local boundary normal and the axis of the print head’s mobile coordinate system,
transformed according to the parameter vectors F ∈ Rp , or mathematically defined
as α = min arccos(N̂x · Oxs(u) ), where u ∈ F. It is worth mentioning that the
reachability condition is intrinsically built into this formulation, since unreachable
interior points of the target geometry G will not have any corresponding configurations
in the restricted parametric set P.
The angle α represents the extruder’s planar angle (referenced here as heading
angle) and corresponds to the configuration for which the extruder will sweep the
largest local area of the target geometry without exceeding its boundary (see for
example Figure 3.4.6). In the case of narrow passages, if they are reachable, the
extruder could cover the entire area in one pass (Figure 3.4.5). To improve motion
fluidity and limit the number and complexity of non-printing interpolations, the
motion attributes should contain a secondary characteristic acting as a relaxation
condition to the minimizing function presented above. This second motion attribute
can be phrased as: the generated motion should contain the smallest number of
extruder repositioning points, i.e. interpolations with zero filament flow (Figure
3.4.4). The disadvantages of non-printing, or inactive, interpolations can be observed
primarily in the surface quality. During repositioning, the extruder must retract the
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filament from its aperture to prevent unwanted deposition, while at the destination
it must prime the nozzle yet again. In practice, these non-active sequences trigger
modifiers on the filament flow control command M108-S/P, by using the prime and
retract directives M227 and M228. Because the viscous-elastic properties of the
filament can range not only with the material, but also from spool to spool, these
modifiers should be avoided at all costs because they can severely impact the quality
and precision of the as-manufactured part. In this formulation, this motion attribute
can be formulated using a signed distance field from the boundary. A well-known
geometric descriptor that falls into this category is the medial axis [22][34][97].
Figure 3.4.2 shows both the internal and external Medial Axis of a planar polygon.
By definition, the medial axis transform encodes the distance from two boundary
points, equidistant to some point on the internal medial axis. Figure 3.4.2 also
shows, in green, the perpendicular distance from sample points on the boundary
to the medial axis. This lower dimensional skeleton is defined for arbitrary planar
geometry and even for three-dimensional surfaces [48], making it suitable for a generic
formulation of spatial motion planning. The medial axis (MA) is not only a geometric
construction; each point y on the MA has an assigned radial function r(y) that
encodes the signed distance to the generator’s boundary. For this reason, the MA
was even used in the past as a geometric representation of solid geometry because
the generator can be constructed by taking the union of all disks centered on the
medial axis and having the radius equal to the radial function corresponding to that
medial point. Computationally, the time complexity is O(n log n), and presents some
instability with generators obtained from noisy data. In the associated computer
implementation, the straight line medial axis is computed using an open source
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geometry library [167], though equivalent computational methods are well-known
[7][11][48][63].
In this chapter, the medial axis is used primarily for computing the trajectory
of elliptical-aperture extruders in planar motion. Although the MA can potentially
be used for spatial motions and layer-less printing as well, I will show in Section
3.8 an alternative technique involving convolutions. Figure 3.4.3 shows the medial
axis, approximated with line segments, for a highly irregular 2D polygon. On the
left figure, an imperceptible amount of noise was introduced to the boundary of the
polygon which shows just how sensitive the medial axis is to noise. On the other
hand, the right figure shows a great advantage of using MA in that constant planar
offsets based of MA are guaranteed to not self-intersect.
The perpendicular distance from a boundary sample point to the medial axis, can
be seen as a measure of fitness (or weight) for the angle α defined in the previous
section, since the medial axis effectively encodes the local ”width” of the target
geometry. More specifically the radial distance encoded by the MA can be compared
to the dimensions of the elliptical extruder in order to determine if the motion can
be synthesized without any filament flow interruption (i.e. no idle interpolations).
Given an extruder with an elliptical aperture parametrized by semi-major axis a
and semi-minor axis b, the sub unitary weight w defined over all points x ∈ ∂G is
given by:




1
, if r(x) > 2a


 r(x) − 2b
, if 2b ≤ r(x) ≤ 2a
w(x) =

2(a − b)




1
, otherwise

(3.4.3)
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Figure 3.4.2: The straight medial axis of a U-shaped planar polygon. The interior medial axis is
shown in blue, while the exterior one is shaded in red. The figure also shows the normal distance
from the polygonal boundary (shown in black) to both the exterior and interior medial axis.

Figure 3.4.3: Left: straight medial axis of a non-convex planar polygon. The figure shows the
sensitivity of the medial axis to a small amount of visually imperceptible noise. Right: the planar
offset of the polygon is computed based on the medial axis. The advantage of computing the offset
this way is that no self-intersections of the offset curves occur. Polygonal shape courtesy of [167]
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The weight doubles as a selector function. When the radial function value corresponding to some sample x ∈ ∂G lays between the major and minor ”diameters” of the
ellipse, it means that the extruder can potentially cover the geometry in two passes,
both tangent to the medial axis (see a 2D example in the Figure 3.4.4). This motion
planning technique is more desirable than a greedy single-pass trajectory because
it reduces the number of interruptions in the filament flow and hence promotes a
superior surface quality.

Figure 3.4.4: The effect of the heading angle correction w based on the radial function of the
medial axis. An elliptical extruder will resolve a 2D contour, narrow passages, in two passes both
tangent to the medial axis and to the nominal boundary. Labels 1 and 5 represent the contour of
our 2D geometry, while label 2 represents the medial axis. The configurations corresponding to
the first extruder pass are color coded with blue (label 4 ), while the second pass configurations
are shown in brown and labeled 3 .

An observation to the formulation of w(x) is that when the radial function value
is smaller than the minor diameter, the weight’s effect is discarded (i.e. set to 1).
Two situations correspond to this case: when the boundary point is unreachable by
the elliptical extruder, or the boundary point is close to a discrete vertex of the target
boundary so the medial axis comes into contact with the contour (see Figure 3.4.2).
In both cases the weight becomes irrelevant because if the point is unreachable, then
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the search algorithm will find no valid intersection set (i.e. D ∩ P = ∅) while a point
close to the vertex will be handled by the approximation of the local normal. Using
this weight, the required angle αw between the ellipse’s semi-major axis and the local
boundary normal is simply given by:

αw = min[w arccos(N̂x · Oxs(u) )]

(3.4.4)

One might observe that if the chosen extruder has a minor diameter larger than
the smallest radial value, the algorithm for choosing the heading angle will simply
not resolve the small print feature. This situation, which is covered by the third
branch of Equation 3.4.3 requires special attention. To resolve features smaller than
the ellipse’s major diameter in a single pass, the weight function takes the simpler
form
w(x) =

r(x) − b
.
a−b

(3.4.5)

A visual representation of its effect can be seen in Figure 3.4.5. The one-pass weight
function detects areas of the layer where the radial value is smaller than the ellipse’s
semi-major axis length (shaded in green). In this situation, the extruder’s heading
angle is adjusted so that the elliptical aperture is tangent to both boundaries of
the 2D passage, and thus resolving the small feature in one pass. An advantage of
this motion planning scheme is that the positioning of the ellipse’s center coincides
with the location of the medial axis. Therefore, the complete configuration of the
end-effector can be determined solely based on the information encapsulated in the
medial axis.
A disadvantage of this approach is the interruption of filament flow. Figure 3.4.6
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Figure 3.4.5: Extruder heading angle computed with a one-pass weigh function. Maximum
material deposition ( 1 and 6 ) is obtained when the radial value is larger than the semi-major
axis length. Conversely (medial axis’ region 3 ), the orientation of the extruder is adjusted to
make a two-point contact with the boundary of the nominal contour, resulting in a smaller volume
deposition (illustrated in green 4 ) referenced by the start and end configurations 2 , and 5 .

shows how the motion planner will have to resolve the remaining layer geometry
after the one-pass trajectory generation. The figure shows that the filament flow
must be completely interrupted at configuration 2 and resumed at configuration 5 ,
leaving behind two unresolved areas 2 and 4 . During the Fused Deposition process,
the filament flow must be accurately controlled to ensure a satisfactory coverage
of the target geometry. Unfortunately, the exact quantity of deposited material
cannot be directly measured. As a result, during flow interruptions, the process
behavior cannot be accurately controlled by the motion interpolator resulting in over
or under-extrusion, even if these critical way points are anticipated with priming and
retracting of the extruder nozzle. The one-pass path motion generation presented
here is designed purely as a error recovery tool in critical situation where a twopass trajectory cannot be generated, though users are advised to prefer the two-pass
motion synthesis schema.
As a pre-computation, the algorithm for calculating the planar motion of an
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Figure 3.4.6: The effect of single-pass trajectory generation 3 . The remaining extrusion must
be interrupted at configurations 1 and 5 , resulting in two unresolved regions 2 and 4 . The
repositioning of the extruder can decrease the build accuracy by over/under-extrusion and degrade
the visual aspect of the finished part.

elliptical extruder requires the following:

• Discretization of the target boundary
• Building an oriented list of boundary samples
• Constructing the Medial Axis and its radial function
• Computing the parameter restriction P

These prerequisites are invariant for any given target geometry and for each
machine configuration. From an implementation standpoint, the geometry sampling
and the motion parameter sampling must be decoupled to enable accelerated computing. The accompanying code developed for this algorithm used homogeneous
transformation matrices, so that the forward and inverse motions are represented as
two finite sets of transformations. These transformations are derived from the forward
and inverse kinematics of the machine structures under analysis, and the parametric
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space Rp is represented as a p-dimensional binary image. The sample point list
is ordered using a classic K-Nearest Neighbor (KNN) search using an open source
geometry kernel (CGAL rev. 4.9.1 [167]) while the internal medial axis is constructed
as a straight skeleton using the ”exact predicates and inexact construction kernel”
algorithm. This choice was made to ensure that the geometric kernel can compute
the MA for arbitrary planar contours given by a CCW ordered list of vertexes. To
enhance numerical stability, the set intersection D ∩ P is calculated using dilation
and contraction, two classic image processing techniques [68][76].
The block diagram in Figure 3.4.7 shows the active loop of the motion planning
algorithm in the case of planar layers and elliptical extruders. The core of this loop
consists of computing the parametric set D, followed by performing the set intersection
D ∩ P. Again, this part of the loop is GPU accelerated for a faster running time. The
angle computation can theoretically be achieved by taking the arc cosine of the dot
product. Although correct, this method produces numerical instability and is also
not quadrant sensitive. To ensure a more generic solution for the angle computation,
the accompanying implementation uses both the cross and the dot product of the two
vectors and the angle is computed with atan2(.):

αi = atan2(kN̂x × Oxs(u) k, N̂x · Oxs(u) )

(3.4.6)

The local normal computation can be replaced with local tangent and offset the
minimizer by π/2. This is particularly advantageous with large datasets because
the tangent approximation is already prerequisite of the normal evaluation. The
algorithm for generating the complete motion for an arbitrary planar contour printed
with an elliptical extruder is presented in Figure 3.4.8.
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Contour points

While point list is not exhausted

Dequeue point list

Compute the parametric set D

Store u ∈ M

Compute the intersection set F = D ∩ P

Approximate the local tangents t̂

Compute all angles αi = arccos(N̂x · Oxs(u) ), u ∈ F

Extract the radial function value r

αiw =

r − 2b
αi
2(a − b)
Yes

b≤r≤a

No

αiw = αi

Attitude angle α = min αiw |u
Figure 3.4.7: The active loop of the motion synthesis algorithm for planar layers and elliptical
extruders.
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Input planar slice G

Extract outside contour ∂G

Compute configurations M

Evaluate S(A, M) =

S

u∈M

Au

Update G = G \ S(A, M)

G=∅
or
S(A, M) = ∅

No

Yes
Terminate
Figure 3.4.8: The complete motion synthesis algorithm for planar layers and elliptical extruders.

At the end of the main loop, the conditional ensures that the loop will terminate.
The first condition, naturally, states that if all contour has been covered by the
elliptical extruder, the algorithm should terminate. The second condition is needed
because of the pseudo-offset paths that are generated by the motion planner. Since
the last contour to be generated might contain only unreachable points, the parameter
set M = ∅ and therefore sweep(A, M ) = ∅. This will cause that the Euclidean set G
to not change geometry and thus create an infinite loop.
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Figure 3.4.9 shows the one pass motion interpolation performed on a simple nonconvex planar contour. The path planning strategy here is to recursively deposit
material along a boundary curve. The build starts from the layer’s contour after which
the new traces are added in a ”concentric” pattern. Traditional slicing software refers
to this infill strategy as ”concentric” or sometimes ”spiral” [113][172]. The right figure
shows an overlay of extruder poses to visualize the total deposited volume during the
motion, assuming a constant filament flow rate and a constant print head velocity. Of
course since the air gap can be easily calculated in 2D (for example using a Hausdorff
distance [153]) the filament flow can be modulated to achieve a constant volume
deposition across the entire layer infill.

Figure 3.4.9: Motion planning for a planar non-convex contour, printed with an elliptical
aperture extruder. Left figure shows in black the trajectory of the extruder’s center point. The
path pattern chosen for this application is ”concentric” (i.e. traces are deposited starting from the
boundary, then recursively filling in the interior overlapping with the newly deposited trace). Right
figure shows discrete poses of the elliptical extruder at equal time steps. The figure illustrates the
over-extrusion regions where the deposition traces self-intersect due to the single pass trajectory
generation.

Figure 3.4.10 shows an example of motion synthesis performed for a benchmark
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planar U-shape used throughout this dissertation. The dimension of the narrow
passage at the bottom of the shape is equal to the semi-minor diameter, set on
purpose to test this edge case. The motion behavior at the corners is also controlled
by keeping a log of the previous print head orientations and prescribing new headings
within an arbitrarily chosen maximum angular velocity. This allows the print head
to execute more fluid motions without switching configurations abruptly in a short
amount of time. The print head will execute interpolations without interrupting the
material flow. To the right of Figure 3.4.10, an overlay of sparsely selected extruder
poses is shown to aid in visualizing the full print head trajectory, as well as examining
the fused volume for neighboring passes.
Additionally, Figure 3.4.11 illustrates a few critical poses of the extruder aperture
in its two pass motion. In the narrow passage, the heading angle is controlled here
to keep a critical air gap (i.e. when the two neighboring traces are in contact but
their volumes theoretically do not intersect). The example showcases the numerical
stability of the proposed motion planner.

Figure 3.4.10: Motion planning for a planar U-shaped benchmarking contour. The right figure
illustrates the trajectory of the extruder (center point). Here we use the two pass interpolation
(see Equation 3.4.3 for a detailed explanation) which covers the input contour without filament
flow interruption and a controlled air gap between the neighboring traces. Right figure shows a few
discrete poses of the elliptical extruder.
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Figure 3.4.11: The elliptical extruder is frozen in motion in three critical poses. By controlling
the extruder’s heading angle (i.e. in-plane rotation angle about the nozzle center axis) allows the
extruder to cover the target geometry without interrupting the filament flow.

3.5

Onwards to robotic 3D printing

So far we looked at possible ways of generating suitable planar tool paths for noncircular extruders. I argued that with a minimum change in the hardware architecture
we can attain level of build accuracy never obtained so far by any alternative method,
while at the same time maintaining a fast build time, or even possibly speeding up
the process. Although we added the rotational degree of freedom, the process is still
akin to the 2.5-axis FDM process. And with it, come all the disadvantages of using
such a kinematic configuration:
• model must be approximated by planar ”slices”
• accuracy is sensitive to the chosen build direction
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• pronounced staircase artifact for shallow slopes
• a need for support structures
• an acute need of infill structures
• difficulty in synchronizing print heads in collaborative printing.
As we have seen, the 3D printing process is almost designed around the (limited)
kinematic configuration of current 3D printers. Pushing the FDM to the next level
can only be achieved if we fully remove the machine configuration from the process
design. This raises the question of how can we generate tool trajectories without
knowing a priori the machine configuration? The solution is a fully spatial (i.e. six
degrees of freedom) path planner. By decoupling the motion interpolator 1 from the
path generator 2 , we are in fact designing a generic path planning algorithm that can be
applied to virtually any machine configuration capable of resolving unambiguously the
position and orientation of an arbitrary frame in the 3D Euclidean space. Designing
a motion interpolator is beyond the scope of this paper, as it is a controls problem.
Moreover, well-known generic interpolators (i.e. arbitrary configuration and number
of degrees of freedom) are available of-the-shelf at no cost and their code is open
source [165]. In this thesis I focus instead on the path planning aspect of this generic
framework. The novelty of this approach is that it formalizes motion planning for
virtually any machine configuration capable of 6DoF positioning of its end-effector,
1

By motion interpolator we understand a machine control algorithm, which for a given ordered
set of 6DoF end-effector poses, generates suitable machine motions such that a designated frame,
fixed to the end-effector, will ”visit” all input poses in their respective configuration and in the order
they were received.
2
A path generator is a computer algorithm which outputs an ordered set of instructions that an
end-effector should execute in order to carry out a specific task. These instructions mainly include
motion way-points and start/end configurations (6DoF), but can also include end-effector actions
such as gripping, spraying, torquing, changing the on-board camera viewpoint and many other.
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at the same time supports extruders with arbitrary shaped apertures, and all while
maintaining a given set of build quality constraints. We will work our way to the
complete design of the path planner later in this chapter. In the next few sections,
I will attempt to briefly introduce several computational tools we will be needing in
developing the 6DoF trajectory planner.

3.6

An introduction to surface parametrization

In the most abstract sense, surface parametrization indicates the mechanism of constructing a bijection between a surface of arbitrary complexity, commonly in 3D,
and a canonical domain [71]. An intuitive example of this process is represented by
natively parametric surfaces, such as Non-Uniform Rational Basis Splines (NURBS).
In this case, the 3D geometry can be completely encoded in a 2D parametric domain,
containing pairs of surface parameter values. For other geometric representations,
such as triangulations, finding a parametrization can be difficult.
Surface parametrization has a wide use in Computer Vision, gaming and Computational Geometry [36]. For example Figure 3.6.1 shows a mapping between a sphere
and a planar surface patch. The goal of this exercise is to create a photorealistic
rendering of Earth (seen later in Figure 3.6.3). Since it is inefficient to store complex
graphics information in a per-vertex container, especially for densely triangulated
geometries, surface parametrizations are employed to create a one-to-one correspondence between the 3D geometry and a lower dimensional domain.
At the very least, we then overlay a simple image file called ”texture” to the
lower dimensional space and evaluate the color information at each mesh node. Since
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Figure 3.6.1: Conformally mapped sphere (left) to a planar surface (right). For genus-0 surfaces
such as the triangulated sphere, the 3D mesh is cut along an automatically computed seam using a
combined bisector field. This makes the 3D surface homeomorphic to a disk.

there is a one-to-one correspondence between the vertices of the flatten and original
geometry, the image will implicitly provide the necessary color information in a pervertex fashion. In this example, Earth’s main color information is given by the top
texture shown in Figure 3.6.2.
The color information is not the only graphics attribute which can be encoded in a
surface parametrization: to enhance the photorealism of our rendering, we can use a
second texture image which encodes the terrain elevation. This grayscale image affects
the orientation and magnitude of the per-vertex normals. Since our original mesh has
uniform normals (being a plain sphere), the texture mapping will be rendered flat.
On the other hand if we tweak the normals, even though the original mesh does not
actually contain the terrain geometry, it will give the illusion of terrain elevation in
the final render. This simple manipulation of the perceived image greatly simplifies
the mesh complexity, which would otherwise require a densely triangulated surface
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Figure 3.6.2: Planar textures used in rendering a photo-realistic image of Earth [77]. The top
texture contains the terrain information including the sea floor. The middle texture, commonly
known as a ”bump map”, is used to control the surface normals and thus avoiding a flat and
unrealistic rendering. The bottom texture contains an arbitrary cloud system over the entire
planet. This will be overlaid at an offset, creating shadows and further enhance the photorealism.
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and significantly increase other computations that might be required (such as volume
calculations, storage, parsing the connectivity matrix, etc.).
Finally, a third texture image in Figure 3.6.2 is used to create the atmosphere
around the planet. This texture is applied at an offset to the original sphere so
to create shadows underneath the clouds and rendered using a mixed shader. The
final image rendered in Blender [21] is shown in Figure 3.6.3 and includes a distant,
single-point light source, mimicking the sunlight.
This procedure is routinely used for generating high complexity renderings using
heavily simplified underlying meshes, especially in gaming and animations. Surface
parametrization has also been successfully used in brain imaging to detect physiological
anomalies, by comparing the cortical surfaces of the patient with a reference geometry
deemed healthy, in a canonical domain (usually the unit sphere) referenced by sulci
landmarks [35].
In this thesis, surface parametrization is used for efficiently computing the tool
path of a circular FDM extruder, in various motion policies such as concentric and
spiral paths, zig-zag etc.

Additionally, the reduced complexity of the canonical

domain will allow us to calculate efficiently the air gap [6][141][161][162] between
successive traces and tweak the tool paths accordingly to achieve better fusion or an
increased model accuracy. Furthermore, since there is a bijection between the original
geometry and the unfolded mesh, we can also encode the local curvature information
as a motion parameter. This will allow us to either modulate the flow rate of the
extruded filament, or possibly reorient the extruder to increase build accuracy. And
finally, since the mapping distortion can be directly measured, we can include, at
least in theory, extruders or arbitrary aperture geometries. This powerful integration
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Figure 3.6.3: Final render of Earth including terrain elevation and a photorealistic atmosphere.

ensures that this layer-less motion planning framework for robotic 3D printing is
generic and widely applicable to any future rapid prototyping technologies.

3.6.1

The mathematical form of surface parametrizations

The Riemann Mapping Theorem [58] guarantees a one-to-one analytic mapping f of
a domain Ω ∈ C onto the open disk D(z0 , r), with ∂D = C(z0 ; r). In other words, the
existence of a conformal parametrization from a simple connected and open surface
to the unit disk is guaranteed. In the case of linear fractional functions with the
canonical form w = (az + b)/(cz + d) the transformation extends beyond the complex
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plane to the Riemann sphere Σ ≡ C∞ = C ∪ {∞}. These mappings are called
bilinear or Möbius transforms and have important practical applications such as the
stereographic projection, the paraboloid lift, Mercator projection, etc. In fact, linear
fractional transforms have the ability to map Σ onto Σ conformally.
It is important to note though that the Riemann mapping theorem simply proves
the existence of such a transform, which additionally may not even be a Möbius
function. Strictly speaking it gives no procedural methods for actually finding the
transformation f . The key property of this theorem is that if f : Ω → D is analytic
and one-to-one, then f is conformal ∀z ∈ Ω. A hint for proving this property is
0

that f is one-to-one locally then f (z) 6= 0, ∀z ∈ Ω. For an encyclopedic discussion
about harmonic and analytic functions, the reader is encouraged to lecture Francis
Flanigan’s ”Complex variables” [58], as well as surveys on surface parametrization
[59][61][80][154].
In order to analytically find such a mapping f , let us consider two sets A, B ∈ Σ.
The two point sets represent surfaces parametrized using a tuple (u, v) ∈ R2 , usually
referred to as ”surface parameters” or sometimes ”surface coordinates”, although the
latter may create confusion.
a, b : R2 → R3

(3.6.1)

In the following I use the regular notation of small caps letters to denote a parametrization function. The differential of the position vector a(u, v) is given by

da = au du + av dv

(3.6.2)

and measures an infinitesimal displacement of a point a(u, v) along direction (du, dv).
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The first form of a surface [92] (or metric) is given by the inner product of the tangent
vectors, or more specifically I = da2 = da · da. Expanding, the first form becomes

da2 =

∂ 2a 2
∂ 2a 2
∂a ∂a
dudv
+
du
+
2
dv .
∂u2
∂u ∂v
∂v 2

(3.6.3)

Similarly, the first form of the second surface is

db2 = b2u du2 + 2bu bv dudv + b2v dv 2 .

(3.6.4)

The first fundamental form is a formidable descriptor of Riemannian geometries as it
describes angles and arc lengths, reason for which it defines the metric of a subdomain
(i.e. a surface). The goal here is to find the mapping f : A → B, or employing our
parametrization, f : R2 → R2 that maps points a(u, v) ∈ A to points b(u, v) ∈ B.
This also applies to their respective tangent vectors. If (du, dv) is a tangent vector of
surface a and df = df (df u , df v ) a tangent of surface b then the vector length of df is
expressed as
df 2 =

X

X

gij df i df j

(3.6.5)

i∈{u,v} j∈{u,v}

where gij is a symmetric, positive definite matrix, called metric or fundamental tensor
given by
*
guv (f ) =

∂
∂u




,

f

∂
∂v

 +
f

= JT J

(3.6.6)

f

and


 df u = fuu du + fvu dv

.

(3.6.7)


 df v = f v du + f v dv
u
v
In practical terms, of the fundamental tensor measures the deformation of the surface
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around a point, given a transformation.
Here I am following the method described in [70] for expressing f and the established notations from differential geometry [92]. The metric f ∗ db2 induced by the
mapping f over the surface B is called the pull-back metric and it is obtained by
replacing Equations 3.6.6 through 3.6.7 in Equation 3.6.5:

f ∗ db2 = λ(u, v)da2 .

(3.6.8)

In other words f is a conformal if (∃)λ(u, v), a scalar function called conformal factor.
As a simple example, let us consider the mapping from a circle C(0; r) ∈ R2 to
a straight line l ∈ R and back. The line metric is the usual l1 norm defined by
d(t1 , t2 ) = |t1 − t2 | in the line’s parameter domain. We consider a bijection in the
form of f : R → R2 which maps points from a line to a planar domain. The usual
Euclidean metric is used to calculate distances in a plane: d2 ((x1 , y1 ), (x2 , y2 )) =
p
(x1 − x2 )2 + (y1 − y2 )2 . Given two points on the line, we would like to transform
them to points in the plane, using a bijective function f :

d∗ (t1 , t2 ) = d2 (f (t1 ), f (t2 )).

(3.6.9)

This metric is the pullback of the Euclidean metric in the plane. To illustrate the
process, I will attempt to transform the line to a circle with one nodal point omitted.
This accumulation point corresponds to a point at infinity on the line. The circle is
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conveniently parametrized as follows

t2 − 1



x(t)
=

1 + t2
.
C(t) =

2t


 y(t) =
1 + t2

(3.6.10)

If we then replace these equations into the l1 metric we obtain the form of the pullback
metric
d(t1 , t2 ) = 2 p

3.6.2

|t1 − t2 |
p
.
1 + t21 1 + t22

(3.6.11)

Mesh parametrization

In the discrete case, we are concerned with finding a one-to-one mapping of a given
triangulated mesh homeomorphic to a disk (for a genus-1 surface) or a sphere (for
genus-0 surfaces), and another triangulation embedded in a canonical domain. The
mapping of general surfaces (i.e. not developable, unlike cylinders, cones etc.) inevitable induces distortions. Therefore, the parametrization of meshes intends to minimize some desirable attributes such as angle or local area.
In this section I will show a few classical discrete surface parameterizations routinely used in computer graphics, with emphasis on the minimizing function and their
boundary conditions. To better visualize the distortion, in the next subsections I will
overlay a regular checkered grid over the canonical domain (see Figure 3.6.4) and
map it to 3D using several surface parameterizations. By triangle mesh or simply
triangulation we mean a collection of triangles

T = {Tk (pi , ej ) : pi ∈ V, ej ∈ E}

(3.6.12)
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Figure 3.6.4: 3D model used for comparing the deformation induced by each parametrization.
The checkered texture will intuitively show the stretching and compression of the original mesh.

each defined by three non-collinear vertices pi ∈ V which span three edges ej ∈ E.
A good primer on triangulations and mesh generations can be found in [51]. In this
research we only consider triangle meshes where each simplicial complex shares only
one edge, and each edge does not contain shared vertices other than its end-points.
A mesh parameterization establishes a one-to-one correspondence between each
triangle Tk ∈ T from the given 3D mesh (in our case in R3 ) and parameter triangles
tk (u1 , u2 , u3 ) [80], which in this research are embedded in R2 . In other words the
parameterization maps the points pi ∈ V ⊂ R3 to the parameter points ui ⊂ R2 ,
and implicitly carries over the entire mesh structure from 3D to 2D. Recall that
f defines the ”forward” parametrization maps parameter points u ∈ R2 to surface
points p ∈ R3 . The ”inverse” parametrization g = f −1 on the other hand is more
useful for this application as it maps the R3 points to R2 . The fact that I only
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consider meshes of genus-1 (i.e. topologically equivalent to a planar disk) may seem
like a heavy constraint at first, but this choice is in fact anchored in the practicality
of our 3D printing process: the model must have some kind of support structure
where the printing begins, such as a heated bed. For this reason, it makes practical
sense to consider surfaces with at least one curve boundary, which incidentally will
be considered the start of the build.
The mathematical derivation of mesh parameterizations goes beyond the scope of
this thesis, as we will not employ a novel parameterization scheme. Instead we use
established solvers readily available in open source geometric libraries such as CGAL
[167]. This section merely introduces the main notions used in deriving useful mesh
parameterization functions.
A simple way of ”flattening” a mesh is obtained if we visualize each of its edges as
an ideal spring of a known constant (i.e. the springs can compress to zero length and
there are no energy loses). If we then fix the curve boundary in a plane and release
the spring mesh, all springs will attempt to relax to zero length and thus pulling all
interior points in the same plane as the fixed boundary. Starting from the first form
shown in Equation 3.6.3 we can express the spring energy between two points [70][80]
as
E=

1 X
λi,j ||ui − uj ||2
2

(3.6.13)

i,j∈N (i)

where,
λij

The spring constant between
two points ui and uj

(3.6.14)

N (i) The set of adjacent indices of index i.
By minimizing the energy, ∂E/∂ui ≡ 0 one can observe that the points can be
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expressed as linear combinations of its neighbors
X

ui =

λ̄i,j uj

(3.6.15)

j∈N (i)

where λ̄ is the normalized spring constant considering all incident edges to point
index i. To solve this algorithmically, the equation is expressed as a linear system
and iterated using known linear solvers such as the Eigen package [72].
By manipulating the energy coefficient λi,j one can define various string energy
formulations, in an effort to control the deformations at a larger scale.

Tutte Barycentric parametrization
One of the first attempts at mesh parameterizations dating back to the ’60 and relies
on simply considering all spring constants λi,j ≡ 1 [170]. This method requires that
some points on the mesh be fixed, a family of parameterizations know as ”fixed border
methods”. Since we want to achieve a globally isometric transformation, the energy
formulation must fulfill the convex-combination condition (Equation 3.6.15) and that
P
λi,j = 1. Each vertex in the parameter triangulation is shifted to the barycenter of
all of its incident neighbors. The mapping is bijective if the fixed border is convex. It
also does not actually minimize angle distortion or area, reason for which it seldom
gets used in practice. Although this method maps a genus-1 mesh to a disk, the
vertices in the parameter space were further mapped to a square [62] to emphasize
the poor control of distortions when overlapping the checkered texture (see Figure
3.6.5).
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Figure 3.6.5: Tutte Barycentric map. It is visible even to the naked eye that the map does not
minimize neither area nor angle distortion.

Discrete Authalic Parameterization
The discrete authalic parameterization [47] is also a fixed border method and aims to
minimize the local area distortion. In this case, the barycenter λi,j is computed with
a set of Wachspress coordinates [175]

wi j =

cot(αij ) + cot(βij )
.
2
rij

(3.6.16)

where,
αij , βij The adjacent angles to the current edge eij spanned
by the points ui and uj
rij

The edge length.

(3.6.17)
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Figure 3.6.6: Authalic, or equiareal map. The parameterization aims to minimize local area
distortion.

The weighing scheme applied to the barycentric coordinates uses the following
form [80]:
λi,j = P

wij

k∈N (i)

wik

.

(3.6.18)

The authalic, or equiareal parameterization is widely used in computer graphics
for accurate texture, normal and transparency mapping because of its good control
over local area distortion, as seen in Figure 3.6.6. The deformation can be further
improved, although by a minute amount, by weighing the vertices with a scalar field
encoding the geodesic distance from the fixed boundary.
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Discrete Conformal Map
The discrete conformal map [50] use yet a different weighing scheme for the barycentric
coordinates
wij = cot γij + cot γji

(3.6.19)

where γij and γji are the angles opposed to the edge eij . The method is in fact
optimizing the Dirichlet energy and consequently reduces the local angular distortion
(Figure 3.6.7). As long as the border is convex, the discrete conformal mapping is
bijective. One disadvantage though is that the mesh should not contain any holes
other than the boundary. As an additional note, in all mentioned parametrizations if
the mesh is genus-0, it can still be unwrapped to a disk as long as the user prescribes a
set of vertices along where the mesh will be cut. This extra information is commonly
referred to as seam.

Floater Mean Value Coordinates
The mean value coordinates map [60] is the last fixed boundary mapping I will briefly
acknowledge here. It is based on the mean value theorem and uses another set of
weights for the barycentric coordinates:

wi,j =

tan(αij /2) + tan(βij /2)
rij

(3.6.20)
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Figure 3.6.7: Discrete conformal map. A mesh parametrization which minimizes local angle
distortions.

Figure 3.6.8: Floater mean value mapping
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Least Squares Conformal Map (LSCM)
The next two mappings presented here are free border, meaning the boundary need
not be fixed in the planar domain. This extra freedom allows a better mesh parameterization and usually produces far less distortion. The LSCM [98] is by far one of the
best know mesh parameterizations today with a variety of applications in computer
graphics, medical imaging, surface reconstruction etc.
Conformal maps form a family of transformations for which the anisotropy ellipse
degenerates to a circle for all mapped points. In other words, the tangent vectors
along the directions of the base frame (or equivalently, along the surface iso-lines)
have the same norm and are orthogonal after the mapping. The LSCM minimizes
the conformal energy [137] given by
1
EC (f ) =
2

Z

|Dπ/2 fx − fy |2 .

(3.6.21)

Ω

This energy minimization can be computed numerically using the following linear
system [125]
 


1 u
EC (u, v) =   (LC − 2A) u v
2 v

(3.6.22)

where LC is the usual cotangent Laplacian and A is such a matrix that satisfies the
following condition with respect to the vector area of the triangulation
 

 X
u
n̂i Si .
 A u v =
v
i

(3.6.23)

Although conformality is theoretically guaranteed, surfaces represented as discrete
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triangulations usually induce numerical instability and angular distortions. For triangular

Figure 3.6.9: Least square conformal map (LSCM)

meshes the discrete conformal energy is singular. On the other hand, if we remove two
points from the set, and thus eliminating four DoF, the quadratic form is positive
definite. In simpler terms, LSCM requires the position of two arbitrary points of
the triangulation be fixed in arbitrary locations, while the rest will be automatically
computed (see Figure 3.6.9).

As-rigid-as-possible parametrization
The ARAP parameterization introduced in [9] provides a user controlled mapping
which can favor the minimization of shape distortion against angle distortion. This is
a two-step process where first the triangles from the original mesh are transformed to
triangles in a planar domain, while a second step attempts to stitch them together.

144

Figure 3.6.10: As-rigid-as-possible (ARAP) parameterization

A scalar λ ∈ [0, ∞) controls the parameterization between as-similar-as-possible to
as-rigid-as-possible: when α → 0 the algorithms favors low angle distortions while
a large α maps the triangles with as little distortion as possible (hence ”as-rigid-aspossible”).
Although this method can compute efficiently approximate conformal maps, the
stitching phase can create self-intersected meshes as seen in Figure 3.6.10 which
cannot be used for this application.
The surface parameterizations presented here will be used in Section 3.8 to generate
appropriate tool paths for robotic 3D printing. Mapping the input mesh to a lower
dimensional domain simplifies the computation of the air gap and other heuristics
used by the 6DOF path planning algorithm. In theory, any surface parameterization
will be suitable provided that the triangulation v ∈ R2 is not self-intersecting and
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the mesh deformation induced by f can be computed (see Section 3.6.3 for a detailed
overview on calculating mesh deformations).

3.6.3

Calculating mesh deformation

The motion planning framework presented in this thesis is intended to generate
continuous 3D tool-paths of the extruder while having a controlled overlap between
subsequent traces. Performing such trajectory computations directly in 3D is particularly inefficient especially if the shape of the moving object (in this case the minimum
printable feature shown in the previous chapter) is not rotation invariant. Furthermore,
the local geometry may be inaccurately represented due to insufficient mesh resolution.
The novelty of this framework is that we map all process parameters, including
the desired geometry, the fused overlap distance and the nozzle geometry, into a 2D
canonical space where we perform the actual motion planning. Then by means of
the forward map f we recover the 3D tool-paths, while accounting for possible map
deformations.
Early work by Gauss showed that only developable surfaces are globally isoparametric (in other words, zero deformations between the original 3D surface and the
2D parameter surface patch). For a triangulated mesh, the parameterization f that
maps a 2D parameter space to the 3D Euclidean space is piecewise linear and so the
induced map may contain deformations. In this section I will introduce the common
concepts related to mesh deformations and provide a practical way of measuring the
distortion for each mesh point.
In this research we are more interested in the inverse parameterization where we
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would like to map a known 3D surface to an unknown 2D canonical (or parametric)
space
(x, y, z) 7→ (u, v).

(3.6.24)

We represent the triangulation, or points in the triangulation rather, using barycentric
coordinates. As a quick reminder, given a triangle T (p1 , p2 , p3 ) given by its vertices
pi , we can represent any point p of the planar domain as a linear combination of the
triangle’s vertices
p = αp1 + βp2 + γp3

(3.6.25)

where the scalars {α, β, γ} ∈ R fulfill the conditions

α, β, γ ≥ 0

(3.6.26)

α + β + γ = 1.

(3.6.27)

The scalars {α, β, γ} are called the barycentric coordinates of point p with respect
to the points {p1 , p2 , p3 }. The third condition of course implies that the although
we use three scalars to represent the point p, only two of them are actually required
to uniquely determine an arbitrary point. In this notation it is considered that the
barycentric coordinates α and β are independent, while γ = 1 − (α + β).
Given a vector p = [α, β]T in barycentric coordinates, a vector p in R2 is identified
as

p=

p1 − p 0 p 2 − p0



 
α 
 .
β

(3.6.28)

This is given by a push-forward function r : R2 → R2 which maps barycentric
coordinates (α, β) to Euclidean points (x, y). Similarly, in the 3D space, the corres-
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ponding vector P is identified as


P=


P1 − P0 P 2 − P0

 
α 
 .
β

(3.6.29)

The correspondence here between points P ∈ R3 and p ∈ R2 is given by the
f

parameterization function, p →
− P.
The Green’s strain tensor can then be expressed as
 
1
α
e(α, β) =
α β M 
2
β




(3.6.30)

where the matrix M is given by the squared length difference








P1 − P0 
p1 − p0 
M =
 P1 − P0 P2 − P0 − 
 p 1 − p0 p2 − p0
P2 − P0
p2 − p0

(3.6.31)

The spectral decomposition of matrix M describes the triangles’ deformation in
the sense that its Eigen values λ1 and λ2 describe the principal strains. For any
matrix M defined as 3.6.31, the following relationships are true
λ1 > 0, λ2 > 0 parameterized triangle is compressed
λ1 < 0, λ2 < 0 parameterized triangle is stretched
λ1 < 0, λ2 > 0 parameterized triangle is compressed along
one direction and stretched along the other
To practically compute the mesh deformation needed for our motion planning
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framework we will use two measures, the total parameterization distortion given by

δT = Tr(M 2 ) = λ21 + λ22

(3.6.32)

and the anisotropy given by the expression

δA = max(λ1 , λ2 ) − min(λ1 , λ2 )

(3.6.33)

The following figure shows the total parameterization distortion as computed by
equation 3.6.32, corresponding to an LSCM parameterization. The pseudo-color
shows high deformation for the dark red areas where the blue areas indicate little
or no deformation. Not surprisingly, the areas with high curvature suffer the greatest
deformations when mapped to a lower dimensional space.

3.7

Curvature analysis

Quantifying the surface curvature is the last ingredient needed to compute a family
of 6-DOF motions which fulfills certain quality constraints such as:
• Constant overlap volume
• Nozzle speed modulation
• Extrusion flow control, etc.
For robotic 3D printing, accounting for the surface curvature is particularly important
when the printed part is built without any support or infill, in that the mechanical
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Figure 3.6.11: Total distortion of an LSCM parameterization. Left figure shows the original 3D
mesh painted in pseudo-color; the right figure shows a lifting of the 2D mesh along a Z-direction
encoding the maximum deformation value corresponding to each mesh vertex.

properties of the finished part depend solely on the quality of the fusion between
subsequent traces. Moreover, the surface curvature influences the overlap volume (for
example sharp corners or small features lead to tightly packed traces) so extruders
with non-circular apertures will likely produce undesirable artifacts or poor quality
builds without a proper control of the 3-axis orientation with respect to the surface.
A common curvature descriptor is the Gaussian curvature [32][115][120], K =
K1 K2 which is given by the product of the principal curvatures K1 and K2 (measured
along two orthogonal principal directions where locally the surface exhibits the most
extreme ”bend”). The following table (Table 3.7.1) summarizes the classes of curvature
points given by the sign of K, as shown in [2], where S is the usual shape descriptor:
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K>0
K<0
K = 0, S > 0
K = 0, S = 0

elliptical point
hyperbolic point
parabolic point
planar point

Table 3.7.1: Types of curvature points based on the Gaussian curvature’s sign

Informally the shape of a regular surface at an elliptical point is locally spherical,
saddle-shaped for hyperbolic points, or possibly cylindrical for K = 0. Since the
Gaussian curvature is given by the metric, not the surface embedding, any geometric
representation can be used, including triangulations. More specifically, the Gaussian
curvature for an arbitrary vertex of a triangulation is computed in the discrete sense
using the vertex’ angular deficit [120]

K(v) = 2π −

X

Θi

(3.7.1)

i∈t(v)

where,
t(v) The set of triangles incident at vertex v
Θi

(3.7.2)

The angle at v for each triangle t ∈ t(v).

In the accompanying source code, I used an open-source geometric processing
library [100] which contains a robust implementation of Gaussian curvature, as well
as mean-curvature normals using the Laplace-Beltrami operator.
We express the surface curvature compactly as a scalar function (for K) but we
can also represent it using the principal directions and the curvature values K1 and
K2 along them, similar to computing the principal strain directions in the previous
section. As one may anticipate, we conveniently express all our functions as scalar
fields over the triangulated surface in order to convolve them over the entire domain
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(i.e. the desired, or nominal, design). This not only poses the motion planning
problem in elegant formulation but also greatly simplifies the computational effort to
compute suitable robot paths.

3.8

Path planning for layerless builds

In the most general sense, a motion planner designed for robotic FDM must produce
a set of nozzle trajectories so that a (preferably) continuous bead of fused material
will reproduce the entire target surface. Naturally, an infinite number of trajectories
which will satisfy this basic requirement can be synthesized. The problem at hand
is to generate only a subset of trajectories which not only reproduce the desired
geometry, but it does so with as few interpolations as needed and renders the surface
with as few manufacturing defects as possible. In fact, one could formulate this path
planning as an optimization problem, constrained by these heuristics.
It is worth mentioning that at the time of studying this topic, robotic 3D printing
was still a relatively new AM concept. Though several attempts to generate spatial
tool paths for circular aperture FDM extruders have recently been published [155][181],
the problem of generating non-planar layers with non-circular extruders is still not
well understood. Although relevant to the topic of this dissertation, these methods
do not scale well to robotic AM with non-circular extruders. In [155], the authors rely
on projecting the non-planar candidate layers to a 2D domain where the actual path
planning takes place. The motion synthesis algorithm then maintains a fixed air gap
between layers, which depends entirely on the dimensions of a circular FDM extruder,
which can potentially cause the path planner to omit small surface features. In [181],
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the authors decompose the nominal geometry into a collection of faces which are
deemed ”safe” (i.e. the segment is self-supporting). The decomposition result consists
of a set of build directions for each segment, which are later 3D printed in a traditional
planar layer setup. The method arguably creates unpredictable segments for arbitrary
shaped surfaces, and furthermore, it will not support non-circular extruders.
I will attempt to decompose the problem into more manageable parts by examining
the case of circular, elliptical and finally, extruders with arbitrary aperture geometry.

3.8.1

Circular extruders

Not unlike CNC milling, circular extruders are rotation invariant about their center
axis, therefore we need only control 5 Degrees of Freedom (the translations along each
axis X, Y, Z, and the angles pitch and yaw). Since we consider our extruder to be
mounted on an arbitrary kinematic configuration, including a robot arm, the specific
machine architecture such as angled table, tilt head or other 5-axis configurations
becomes irrelevant. This of course increases the generality of this proposed framework.
For now, let us assume the desired surface to reproduce is open, i.e. there exists a
boundary curve of the 3D surface where printing starts. I will show in the later part
of this section that this is not a hard requirement but it does help from a technological
stand point, since the manufactured model must rest on some build plate. The motion
planner for circular extruders mounted on an n-DOF machine (where n ≥ 5) includes
the following steps:
1. Parameterizing the input surface to a 2D domain (see Section 3.6)
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2. Generating a scalar field corresponding to the geodesic distance from the starting
curve
3. Computing surface normals for each point in the scalar field
4. Creating the swept volume of each deposition pass
5. Quantifying the overlap volume between neighboring passes
The surface parameterization is needed for simplifying the computation of the air
gap (overlap between neighboring traces [6]). The type of parameterization is not
particularly important, as long as we can compute the transfer functions g and f ,
S
where g = f −1 , and the mesh m = tk (u1 , u2 , u3 ) ∈ R2 is non self-intersecting.
Additionally, the choice in surface parametrization must also include the ability to
calculate the induced map distortion (Section 3.6.3). In Figure 3.8.1, the 3D geometry
of a modeled camel head is shown on the left, as well as its LSCM parameterization
(on the right).
The next step is to calculate a scalar field Φ which defines the shortest geodesic
distance of each surface point to the curve boundary (in our example, shown in Figure
3.8.2). This step is fundamental for the motion planner because it represents very
compactly the relative distance between each potential extruder trajectory, starting
from the first trace. It is beyond the scope of this thesis to delve into describing
commonly known concepts in computational geometry such as the geodesic distance.
However, the reader is encouraged to consult the theoretical formulation of geodesic
distances as well as their associated time complexity (see for example [23]). It is
worth mentioning that while the accompanying computer implementation measures
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the geodesic distance on a triangular mesh, this is purely an implementation choice
and by no means a requirement of the motion planner.
Continuous point-wise trajectories are then generated as iso-contours of this scalar
field (Figure 3.8.2). These iso-curves will be used by the mechanical structure (such as
a robot arm) to place the tip of the nozzle on the surface, at a constant distance with
respect to the surface geometry, to previously executed trajectories. These curves
resolve three degrees of freedom, namely the positioning of the nozzle center. The
other two DOF, pitch and yaw, are determined by calculating the normal direction
to the surface for each trajectory point. The roll angle is not calculated here because
we assume for now the extruder aperture to be circular. The robotic path planning
for extruders with a round aperture is not unknown (see recent work by Dai et.
al.

[46][181]) and follows a similar approach to path planning in 5-axis milling

applications [81]. The approach for motion planning presented in this thesis is more
generic, does not depend on specific geometric representations and more importantly,
can generalize to extruders with virtually arbitrary shaped nozzles.
Using the inverse parameterization function g, the extruder trajectories from the
3D space are mapped to the canonical 2D space. To avoid confusion, we will label
the trajectories in 3D as T3 , and the trajectories mapped to the 2D domain as T2 .
Here is where we will test the performance of our motion planner by looking at the
overlap volume between subsequent passes. Figure 3.8.3 shows a visualization of the
overlap material deposited by the circular extruder. Computing the air gap reduces
to calculating the swept volume of the smallest printable feature (broadly described
in Section 2.1) over the planar trajectories T2 . The work presented in [54] serves
as a great theoretical formulation for finding directly the overlap regions, without
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computing the entire swept set and thus reducing significantly the computation time.
The minimum printable feature can be represented here as a distribution function,
such as a Gaussian (binormal) kernel or any other symmetric 2D distributions, or
even simpler, as a trivial in-circle predicate:

I(p, c) =




 1, |p − c| ≤ r

.

(3.8.1)



 0, otherwise
where,
p Sample point
c Circle center point

(3.8.2)

r Circle radius.
The deformation induced by the surface parameterization is also applied to the
smallest printable feature to accurately represent its (deformed) geometry in the
canonical 2D space. In the accompanying computer implementation, the 3D → 2D
deformation is represented as a potential field and applied directly to the 2D points
as an additional transformation.
The generated trajectory can now be optimized based on the shape and total
volume of the air gap. For example, a small overlap is beneficial for promoting a good
finish of the manufactured component. This can easily be obtained by perturbing the
T2 ∈ R2 trajectories such that the swept volumes have no fold regions, as described
in [54]. Similarly, a constant overlap along two neighboring trajectories can be posed
as a global optimization problem. The fact that all computations are done on (x, y)
points significantly reduces the computational complexity of the problem and can be
used as a template for arbitrary complexity print geometries.
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Figure 3.8.1: Left: arbitrarily complex open surface used to exemplify the concentric motion
planning strategy. Right image depicts the LSCM parameterization of the target surface. The
mesh model (titled ”camel head”) is obtained from [100]

Figure 3.8.2: Geodesic distance field computed over the target surface. The particular values for
color coding are arbitrary and depend on model scaling. Figure shows the iso-contours evaluated
at a specific pitch, given by the radius of the chosen circular extruder. Right figure shows the
scalar field and corresponding iso-curves mapped to the canonic 2D space.
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Figure 3.8.3: Visualization of the overlap volume deposited by a circular aperture extruder, in
3D motion over the target surface. The dark regions correspond to less material deposited while
the lighter regions correspond to an increase volume deposition. The overlap volume is calculated
in the parametric space (2D) using the transfer function g which maps the swept volume of the
circular extruder from the 3D domain to 2D. The scale of the extruder is exaggerated on purpose
to clearly show the overlap regions.

Figure 3.8.4 shows a simulated result of the as-manufactured geometry obtained
with the 6DOF motion planner and a medium circular aperture of 0.5mm. The
geodesic distance field was sampled with 40 iso-contours using a constant pitch of
0.8mm. The results show an average height deviation from the nominal geometry of
0.013mm, significantly lower than the tolerances of traditional 2.5-axis FDM printing.
For results validation, the Hausdorff measure was used to calculate the signed distance
between the nominal and the manufactured model. As a remark, the built geometry
appears to follow a biased surface, positioned at an offset from the given target. This
is a result of a preprocessing step where the nominal surface is offset to accommodate
the non-negligible size of the extruder. The offset is user defined and its value can
induce a minor improvement of the build accuracy. A typical selected value of this
surface offset is equal to the circular extruder’s radius, or ∆0 = 1/2DEXT .
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Figure 3.8.4: Simulation of the as-manufactured model using a circular extruder and fully 6DOF
motion interpolations. The path planner generated 40 trajectories spaced at 0.8mm, given an
overlap of 0.2mm for a medium density extruder of 0.5mm. The histogram on the right shows the
build accuracy relative to the nominal geometry; a deviation of 0.0 implies a perfect match
between the as-manufactured and nominal geometries.
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Additionally and as mentioned before, we are primarily interested in open surfaces
because it makes physical sense to start a build from a build plate. However, this is
not a hard requirement because we can generate geodesic distances from an arbitrary
point of the surface (see Figure 3.8.5. The generated trajectories will then become
iso-contours of this scalar field, seeding from a single point. Parameterizing closed
surfaces are no different in theory to their open counterpart, just differs in the practical
algorithmic implementation. When the scalar field and the corresponding mesh is
represented in the 2D canonic domain, our trajectory analysis follows the same recipe.
From a practical stand point, builds can potentially be initiated from an isolated
datum point, given certain requirements, such as support structures, rafts etc.

3.8.2

Elliptical extruders

The aim of this section is to work our way to a generic framework for generating
extruder tool-paths in the context of robotic 3D printing. Here we particularly
focus on extruders having an elliptical nozzle aperture, but this method conveniently
generalizes to nozzles having an arbitrary opening. As we discovered in the previous
section, in the case of round extruders we must only control five DOF (three positional
and two rotational) due to the inherent advantage of the nozzle’s circular symmetry.
Any other shaped extruders require full 6-DOF positioning with respect to the built
model.
The motion planning strategy discussed in the previous section can be refactored
for elliptical extruders, difference being that in the case of non-circular extruders, we
must come up with a way of calculating the rotation angle about an axis perpendicular
to the aperture plane (end-effector roll angle). This subsection focuses on elliptical
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Figure 3.8.5: Visualization of a geodesic distance field relative to an arbitrarily chosen datum
point. In the top two illustrations, the 3D view of a complex 3D surface [8]. The bottom figure
shows the LSCM parameterization of this surface and the mapped distance field shown here in
false color. Blue areas represent regions closer to the datum, while the red areas are the furthest.
The bottom image also shows the non-uniform deformation of the complex mesh.

nozzle openings where the roll axis passes through the ellipses’ center. We will
generate the robot motions such that the overlap volume between neighboring passes
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is controlled, either by minimizing it, or keeping it within specified ranges calculated
based on the target surface’s curvature.
To better visualize the 6DOF motion policy, let us consider a simple 2D case: an
elliptical extruder which can only translate along one direction (say X-axis) but it is
allowed to have a rotation about its center. Figure 3.8.6 captures such an extruder in
discrete poses as it translates along an axis. A previously deposited trace, possibly
from a previous pass, is marked here with 1 . As the new trace is being formed, a
constant volume of material is deposited in the overlap between paths by continuously
controlling the heading angle of the non-circular extruder. This figure shows that in
the case of non-circular extruders, the trajectory of the nozzle does not necessarily
have to be an offset to the previous trace. Instead the trajectory can be either
computed automatically by optimizing the overlapping volume and heading angle or
it can be user-defined. For an instantaneous pose of the extruder, the overlap volume
can be numerically calculated based on the position and orientation of the ellipse
with respect to the previously deposited trace. Of course, this computation can be
more difficult in 3D, but if we employ the same reasoning as in the previous section
and map the 3D space to a canonical 2D plane, the computation time can be reduced
significantly.
A key observation here is that computing this overlap volume (more specifically
an area in the 2D plane) strikes as a remarkable resemblance to the well-known 1D
convolution of analytic functions.
Indeed if we compute the sweep volume occupied by the elliptical extruder in its
2DOF motion (one translation and one rotation) and express it as an analytic function
we can easily compute the overlap volume between the rectangular trace produced by
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Figure 3.8.6: Visualization of the constant volume material overlap (label 2 ) between a
continuous trace A (shown in purple and labeled 1 ) and a trace B shown in green 6 . By
changing the heading angle of the ellipse we can achieve constant overlap even if the trajectory of
the extruder 4 does not follow an offset to the previously deposited volume (such as the case of
circular extruders). For illustration purposes, the figure shows the circular extruder’s trajectory
(an offset) 5 , and the trace A’s boundary 3 which the offset is referencing. For clarity the figure
also shows three poses of the ellipse during its motion.

a previous deposition and the current trace left by the extruder using convolution. The
sweep volume of any arbitrary shape undergoing an affine transformation M ⊂ SE(3)
is mathematically given by the union of the shape’s instantaneous poses As :

Sweep(A, M ) =

[

As .

(3.8.3)

s∈M

For illustration purposes only (see Figure 3.8.7), let us consider that the boundary
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of this sweep has the form:
t

h(t) = α exp− 2 sin(βt)

(3.8.4)

where α and β are two scalars, while the previously deposited trace is a simple
rectangular function f (t) given by

f (t) =




 ay , |t| ≤ ax

.

(3.8.5)



 0, otherwise

In simple terms the convolution between these two functions represents the overlap
area at some parameter value t, or more rigorously, it is expressed as
Z

∞

f (λ)h(t − λ)dλ.

y(t) =

(3.8.6)

−∞

Figure 3.8.7 shows not only a graphical representation of the two convolving functions
and the convolution result, but also depicts a simple visualization of the integrand
f (λ)h(t − λ). The numerical computation and graphical output are courtesy of [33].
In this context, I will recast the motion planner as an optimization problem. We
start by computing the geodesic distance from the boundary of the nominal surface
and then construct iso-curves with a predetermined pitch. The iso-lines will serve as
initial positioning of the extruder’s center point onto the surface. A suitable surface
parameterization (such as LSCM for example) will help us map the 3D points to a
two-dimensional domain. In this 2D space we then parametrize the iso-lines using
simple linear interpolations and normalize the parametric domain of each curve to be
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Figure 3.8.7: One dimensional convolution. Top figure shows the graph of the two functions h
and f from Equations 3.8.4 and 3.8.5. The middle graph shows three functions of the dummy
variable λ (parameter time is constant), f (λ) which is just as f (t), h(t − λ) which is the reversed
h(t) function, and finally the function f (λ)h(t − λ). The third graph shows the result of the
convolution between f (t) and h(t), for the parameter t evaluated at some arbitrary point.
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strictly within the interval t ∈ [0, 1]. For each parameter value t, and implicitly
for each point on the curve trajectories, we set the extruders’ center axis to be
normal to the 3D surface, thus establishing two of the three rotational Degrees of
Freedom (pitch and yaw). The final degree of freedom (the roll angle about the
extruder’s center axis) is determined in the 2D domain by minimizing the convolution
result of all deformed elliptical extruder poses along the iso-lines, subject to certain
constraints. The constraints are related to the maximum rotational allowance between
neighboring interpolation points as well as the curvature of the 3D surface. Analog
to the circular extruder case (Section 3.8.1), the mesh deformation induced by our
surface parameterization must be applied to the smallest printable feature, in this case
an ellipse. This ensures that the air gap computation in the 2D domain corresponds
to the physical air gap in the 3D Euclidean space.
One of many methods to achieve this practically, is to represent the deposited
volume for some arbitrary location in space using well-known probability distribution
functions [131]. The advantage of it being that we can compute convolutions fairly
fast, especially on GPU accelerated architectures. We will start by modeling the
volume deposited by the elliptical extruder at some arbitrary location in space by
using a multi-variate Gaussian kernel [20]. The research presented in this thesis
fundamentally differs from the existing method shown in [131], by explicitly addressing
the case of robotic printing using non-circular extruder apertures. Moreover, in this
research I not only present a practical approach to compute the maximum model
geometry (see Section 2.3 for calculating the Maximum Build Volume using the
inverse trajectory method), but also feature, in this section, a motion synthesis
framework for generating suitable 6DOF extruder configurations based on optimizing
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the convolution result of arbitrary multi-variate distribution functions, parametrized
by a heading angle and a deformation function.
For illustration, we can employ the D-dimensional Gaussian distribution defined
for a vector x of length D, given by:


1
1
1
T −1
N (x|µ, Σ) =
exp − (x − µ) Σ (x − µ) .
(2π)D/2 |Σ|1/2
2

(3.8.7)

where,
µ The mean vector

(3.8.8)

Σ The covariance matrix.
In this notation, |Σ| represents the determinant of Σ. Here I am using the
standard notation Σ to denote the covariance matrix and should not be confused
with the summation symbol. In our case, we are interested in a two-dimensional
non-symmetric Gaussian kernel. The mean vector µ is usually defined as




µx 
µ= 
µy

(3.8.9)

and represents the expected value of the bivariate distribution, but since we will use
this as a kernel we will center it at the origin. Hence µ = (0, 0)T . The shape of the
kernel is given by the covariance matrix:

2
 σx

Σ=
σxy


σxy 

σy2

(3.8.10)

Therefore, the long form of our bivariate asymmetric Gaussian kernel with zero
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expected value is given by



1
1
1
2 2
2 2
N (x|0, Σ) = p 2
exp − 2
x σy − 2xyσxy + y σx
2
2
2 σx + σy2 − σxy
2π σx + σy2 − σxy
(3.8.11)
This distribution kernel is in fact estimating the amount of material deposited by
the extruder for every point of the 2D plane. The covariance terms σx and σy are a
function of the filament extrusion rate and of course the dimensions of the semi-major
axes a and b which define the shape of the elliptical extruder nozzle. It is beyond the
scope of this thesis to derive the complete form of the shape kernel based on the FDM
process parameters, as we are trying to formalize simply the method for generating
tool-paths for robotic 3D printing. It is important to note even in this early stage
that even though we are examining here the case of elliptical extruders, this method
is fully applicable to circular extruders by simply making the shape of the distribution
symmetric: σ = σx = σy .
Let us assume we wish to calculate the full 6D configuration of the elliptical
extruder for two non-congruent points Xa and Xb on some arbitrary surface we wish
to 3D print. We first proceed by parameterizing the 3D surface as shown in Section
3.6.2. In doing this, we mapped the points (Xa , Xb ) ∈ R3 to (xa , xb ) ∈ R2 . We
then create two instances h and f of the bivariate kernel: (f, h) ∼ N (x|0, Σ) and
we translate them by position vectors xa and xb . Thus fa = T (xa )f and hb =
T (xb )h. We then convolve these two translated functions to obtain a value y = fa ◦ hb
of the material overlap as shown in Equation 3.8.6 for some initial orientation of
the distribution functions fa and hb . Recall that the orientation of the bivariate
probability distribution function (PDF) is given by the cross-term σxy . This bares
no importance to our calculation because we will specifically parameterize the kernel
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orientation using a 2D rotation by an angle φ. Therefore, when we design our Gaussian
kernel we can set the cross-terms to zero, σxy = 0. The full 2D configuration of the
Gaussian PDFs can therefore be expressed as fa,φ = R(φ)fa , where R(φ) is the usual
in-plane rotation. For instance, in homogeneous coordinates, the in-plane rotation is
expressed as the 3x3 matrix:



 cos φ sin φ 0



R(φ) = 
− sin φ cos φ 0 .


0
0
1

(3.8.12)

Furthermore, the full 2D configuration of a kernel can be determined using homogeneous coordinates and by applying the affine transformation




 cos φa sin φa xax 



f (xa , φa ) = 
− sin φa cos φa xay  f.


1
0
0
δT

(3.8.13)

Similarly we determine the configuration of the second kernel h(xb , φb ). Equation
3.8.13 also contains a scaling term of

1
δT

placed at the w -coordinate. As explained

previously, we are simultaneously accounting for the induced map deformation from
3D to 2D. When the size of the extruder is much smaller than the surface curvature,
the induced kernel deformation can be approximated by a simple scaling factor. The
extra term applies a uniform scaling to the convolution kernel so that the relative
size of the kernel in the 3D Euclidean space remains constant (i.e. life size). In
the context of homogeneous transformation matrices, we could also place this scaling
term in the proper scaling sub-matrix (under the rotation submatrix) but seeing how
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we are transforming with a uniform scaling factor on both axis, we can simply use
the w -coordinate. Conversely, if the size of the extruder is comparable to the surface
curvature, the kernel’s geometric deformation cannot be neglected. In this case, the
induced distortion can be applied as just before (see Sections 3.8.1 and 3.8.2), for
example as a point-wise transformation.
For two fixed locations (xa , xb ) ∈ R2 we determine the rotation angles φa and φb
by optimizing the following objective function
minimize
φa ,φb

y = f (xa , φa ) ◦ h(xb , φb )

subject to φa , φb ∈ [0, π]

(3.8.14)

y≥
where  is a minimum threshold for the material deposition overlap. In theory, we can
enforce  & 0 but for practical purposes we must have a minimum overlap volume to
ensure proper fusion between neighboring traces.
Equation 3.8.14 represents the core of our motion planning algorithm. It is in
fact a local optimization algorithm that determines an orientation of our elliptical
extruder, such that the material overlap between neighboring passes is minimized or
alternatively maintained within some given bandwidth. Recall that certain surface
parameterizations minimize local angle distortion (such as the conformal mapping
or LSCM, see Section 3.6.2). Therefore, in the neighborhood of the optimized 2D
configuration, we can un-map the roll angle of the extruder back to 3D and thus
resolving one of the three rotational DoF necessary to fully determine the configuration
of the extruder at any 3D point on the surface. However, the remaining two angles,
pitch and yaw, can easily be determined by enforcing the center axis of the extruder
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to be normal to the surface at that 3D position, analog to the circular extruder case.
In doing so, we resolve all six degrees of freedom and we can now fully define the
position and orientation of an elliptical extruder for two neighboring points on the
surface we wish to 3D print.
Given that we can now compute the roll angle for two neighboring points, the
complete motion planner for an entire 3D surface is nothing else than a global
optimization problem. This can be attacked in a number of ways, for example by using
large scale optimization algorithms like SQP [69]. In this approach, we would generate
non-repetitive paths such that the roll angle change between motion interpolations is
maintained withing some narrow band. This of course has the potential disadvantage
of generating completely unfeasible trajectories such as printing in mid-air or not
generating enough support for future traces. In this thesis I propose a novel and
more conservative approach of generating the motion paths which relies on a distance
field defined over the entire surface.
Similar to the case of circular extruders, let us assume for now that the surface
S ∈ R3 we wish to print is open and bounded by some 3D curve G. The first step is
to compute the geodesic distance relative to G and the surface S. Let d(X) be this
scalar field. We then extract n iso-curves of this distance field Ci ⊂ d(X) with a pitch
p=

A+B
,
2

where A and B represent the major, and respectively the minor diameter

of the elliptical extruder aperture. The curves Ci contain the extruder interpolation
points and is used to initialize our global optimization algorithm.
In the next step we parametrize the curves Ci which enables us to extract discrete
points Xit ∈ Ci given by Xit = Ci (t), with t ∈ [0, 1]. We now have the discrete
points needed to perform the kernel convolution, albeit instead of two we have n
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instances. What follows is the process described earlier: we perform a suitable
surface parameterization such as LSCM, thus mapping all points Xit −→ xit . A
global optimum is achieved by convolving all transformed PDF kernels ft (xi , φi ) for
all discrete iso-curves indexes i ∈ [1, n] and over the entire curve parametric domain
t ∈ [0, 1]:

minimize
i,t

y = f (x1t , φ1t ) ◦ f (x2t , φ2t ) ◦ . . . ◦ f (xnt , φnt )

subject to φkt ∈ [0, π]
|φkt − φkt− | < δ

(3.8.15)

|φkt+ − φkt | < δ
y≥

Equation 3.8.15 contains two additional restrictions pertaining to the maximum
angle change δ along the paths. In other words, during the interpolation of points X,
the extruder is not allowed to have ample angle changes. It is likely that such a hard
restriction will prevent the optimization algorithm from finding a global optimum in
one iteration. Therefore, we reinitialize the solver with the values φkt from the current
run and reiterate.
For the computer implementation, this optimization is performed in local subprocesses for a single parameter value t discretized from the range [0, 1]. More
specifically, the computer algorithms traverses all iso-curves Ci simultaneously and
minimizes the result of the convolution f (x1 , φ1 ) ◦ . . . ◦ f (xn , φn ) for one value of t
at a time, in its normalized interval. In this way the algorithm is purposely designed
for parallelization, where each execution thread computes the optimum set of roll
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angles for a single curve parameter value, and all threads are executed simultaneously.
Multiple passes can be performed to ensure a global solution has been reached.
The path planning algorithm described above contains the minimum ingredients
necessary to compute the 6D trajectory of extruders without requiring the planar
slicing step, typical for the classic FDM process.
The path planner also does not explicitly control the surface quality during the
layer-less build. As it is currently laid out, the only leverage this algorithm has
over the overall build quality is the controlled overlap between neighboring paths.
Although a crucial component of any FDM process, the material overlap is just one
of several factors which influence the final surface quality resulted after the build.
Since this thesis is written in the context of Computational Geometry, I will not
delve into the properties of the filament material and their interaction with the FDM
process parameters as factors which influence the build quality.
Instead I will elaborate on a shape descriptor which has an important relationship
to the final outcome of any FDM process: surface curvature. As we saw in Section
1.2.2, the 2.5D process has tremendous difficulty resolving surfaces with low curvatures
but not oriented correctly along the slicing direction, while surfaces with high curvatures are omitted all-together due to insufficient resolution. A layer-less build can
resolve both large and small curvature features in any orientation but if not handled
specifically, it can also lead to inferior surface quality due to overheating or over/underextrusion causing an incorrect overlap volume. For example, in areas with high
curvature (i.e.

tight turns and small features), an abnormally large amount of

material can be deposited which would lead to surface defects. In the context of
our generic path planner, the surface curvature (revisit Section 3.7 for more details)
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can be seamlessly integrated as an intended distortion of the existing distance field
d(X). We achieve this by first mapping the curvature values K ∈ (−∞, ∞) to a
normalized range KN ∈ (0, 1). The mapping can be any suitable function which
normalizes the real line, although possibly in a non-linear fashion. As an example,
one can use the well-known logistic function (known also as the Sigmoid curve)
KN : (−∞, ∞) −→ (0, L) and defined by

KN (x) =

L
,
1 + exp(−k(x − x0 ))

(3.8.16)

where,
L max KN : the function’s maximum value
k

Logistic growth rate

(3.8.17)

x0 The Sigmoid’s midpoint on the abscissa
The logistic growth rate k controls the linearity of the response and x0 controls
the bias. In our case the parameters should be L = 1 and x0 = 0. The value k should
be chosen based on the distortion magnitude we wish to imprint to the distance field.
Thus the curvature-compensated geodesic distance field d? can be expressed as a
simple composition of two functions

d? = KN ⊕ d.

(3.8.18)

The result of this process is a modified distance field where the iso-curves’ pitch
becomes finer around small features (i.e. large curvature) and larger where the surface
bend is not so pronounced. This is the main reason why the initial pitch was set to
p =

a+b
,
2

as this pitch value coincides with a Gaussian curvature K = 0, meaning
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a planar surface point. A wider pitched set of interpolation curves will force the
optimization to favor ample nozzle configurations, where the extruder sweeps large
areas in as few motions as possible and thus reducing the build time. Conversely, finer
pitched paths will determine the optimizer to favor configurations where the elliptical
extruder produces thinner traces, in the limit equal to its minor diameter.
The beauty of this approach is that virtually any surface descriptor expressed as
a scalar field can be composed to the geodesic distance, which will ultimately adjust
in a scripted way the interpolation curves.
Alternatively, one can simply prescribe the roll rotation angle allowance for each
convolution point xit . This would require the derivation of a score function which
maps the Gaussian curvature to a subrange of the total roll range of [0, π]. The
Sigmoid curve would work in this scenario as well, although it may require different
sensitivities and non-linearity for different subsets of the curvature range. Though
possible to hand craft suitable piecewise score functions, it is not the preferred way
of prescribing the roll angle due to its limited applicability.
As a final note on this optimization process, I will briefly comment on the unlikely
situation in which the convolution result between two kernels falls below the overlap
threshold (i.e. insufficient overlap regardless of roll angle). Though theoretically
possible with some kernels, this situation would cause the optimizer to not find any
solution. This case can easily be handled as an exception: we run convolutions for
all PDF kernels and if we find a situation where yit < , we displace the point xit
to its nearest neighbor until yit ≥ . Using the surface parametrization bijection, we
un-map the displaced point x?it −→ Xit? back to the Euclidean space and update the
interpolation paths. Then the process resumes as normal.
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Also for generality, there are no restrictions in any form or shape to the geometric
representation of the objective function. In this subsection I have chosen an analytic
representation of elliptical shapes simply as a vehicle to illustrate the purpose of
convolution operation. But in fact, analytic convolution is not really required; in the
accompanying computer implementation, boundary representation is used to define
the geometry and convolutions are computed numerically.

3.8.3

Arbitrary shaped extruders

Using convolutions to quantify the overlap between subsequent traces not only provides
a simple and yet elegant mathematical formulation of our elliptical extruder path
planning scheme, but is also a suitable stepping stone in elaborating a trajectory
planner for arbitrary shaped extruders. The core of this trajectory generator lays in
the ability to compute a simple convolution between two functions which represent
the volume of material deposited by the extruder at some location in space. In
fact, this operation makes no difference about what functions in particular we are
convolving. As a result, the only modification we must do to our path planner
to support other geometries than elliptical or circular, is simply coming up with
suitable shape descriptors for the particular shape extruder we are using. This has a
tremendous benefit because this allows us, not only in theory but also practically, to
generate trajectories for virtually any shape of extruder aperture.
There are a number of ways this can be achieved computationally. The method
that I am proposing is to represent the extruder aperture using a signed distance field
kernel and limit the field to the interior and boundary of the aperture shape. We then
use numerical (or discrete) convolution to compute the overlap between neighboring
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traces, analog to the elliptical case presented in the previous subsection. Concessions
may need to be made in favor of the computing speed to the detriment of the precision
of the convolution result.
Another key aspect that should be somewhat self-understood by this point is
that we must account for the deformation induced by the surface parameterization.
Although many maps shown in the previous section preserve the local geometry,
on a large scale they are distorting the surfaces by a combination of non-linear
affine transformations. In Section 3.6.3 we already visited this subject and devised
a method for quantifying mesh deformations. Although meshes are a particular
surface representation, calculating the induced map deformation can be derived for
any geometric representation. We already showed for elliptical extruders how we are
accounting for the total parametrization distortion δT . In the context of arbitrary
extruder apertures such as thin slits, only accounting for a uniform scalar δT will
not suffice. For extruder profiles with high aspect ratio we must apply an anisotropic
deformation to the convolution kernels, in addition to the affine transformation shown
in Equation 3.8.13. The anisotropy values calculated in Section 3.6.3 are used to create
a repulsive potential field in the neighborhood of the transformed convolution kernel:

U (xit ) =

1
|x
δA it

(3.8.19)

One last source of model error arises from the assumption that the material
deposited by the extruder (whichever shape it might have) sufficiently approximates
the curvature of surface we wish to replicate. In other words, we assume the projection
error of the planar extruder aperture on a curved 3D surface is negligible. Although
this can be quantized numerically (we do have the complete representation of both
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surfaces and their relative position with respect to one another), I have chosen to
ignore it. There are two reasons for this decision: the projection error increases in
the presence of a large curvature, in which case, if the surface presents features smaller
than the overall nozzle aperture size, the FDM process will not be able to resolve them
regardless. On the other hand, the optimization algorithm that generates the 6DoF
trajectories is explicitly sensitized to surface curvature as shown in the last part of
the previous section. Therefore at least in practice, no additional correction should
be required to account for this error.

3.9

Discussion

This chapter formalizes the problem of motion planning across two distinct families
of FDM manufacturing, namely the traditional 2.5-axis FDM, and respectively 6-axis
FDM. We start this chapter with a brief introduction of FDM path planners (or
slicers) when the extruder nozzle has the usual circular opening. This sets the way
to an analysis of motion attributes pertaining to path planning in robotic Additive
Manufacturing, where the shape of the extruder is non-circular. The analysis starts
by bridging the current techniques available in 2.5-axis FDM and using circular
extruders, to a more generalized approach of generating the print head’s motion
interpolation. In this framework, the time-based motion for planar layers consists
of generating a restricted set of print head configurations such that the aperture of
the extruder is permanently maintained tangent to the target contour, while at the
same time keeping the extruder interior to the 2D contour. In this restricted set,
the orientation of the elliptical aperture’s semi-major axis is chosen to be as close
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as possible to the local normal direction, relative to the contour, as the restricted
configurations permit. This ensures that the extruder will sweep the maximum
possible surface area of the target contour in one pass.
To improve the fluidity of the generated motion, a secondary motion characteristic
was introduced. The second attribute prevents the print head to interrupt extrusion
during the non-active interpolations, and furthermore improves the coverage of the
target contour. This attribute is expressed as a numeric weight imposed to the
normality condition discussed above, and is calculated based on the concept of a
medial radial function. An added advantage of using this secondary motion characteristic is that contours similar in size to the dimensions of the extruder will be swept
with a better control over the fused volume (i.e. air gap).
As shown in Section 3.5 this heuristic description of motion does not scale easily
to layerless printing and robotic FDM. In spatial motions (i.e. 6DOF), the extruder
must be kept normal to the 3D target surface to ensure a good fusion and maintain
a uniform distribution of material over the build. This implies that for any given
sample point of the 3D surface, the extruder has only one free DoF left, which is the
rotation about the extruder’s center axis. This is where the problem diverges from
the planar FDM motion synthesis described earlier.
The algorithm behind the motion planner described in this chapter is intended as
a generalization of the spatial tool-path generation available for 5-axis CNC milling.
The two manufacturing concepts, additive vs. subtractive, are procedurally indistinguishable for the case of flat-end mills for CNC milling, and respectively circular
extruders for robotic FDM. This bridge point was exploited to generate suitable
trajectories for, say a traditional, circular shaped extruder mounted to the end-effector
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of an industrial robot arm. This serves as proof of concept that robotic 3D printing is
a feasible technology. A possible way to quantify the performance of this path planner
is to measure the overlap volume between neighboring paths (not unlike CNC milling
as a matter of fact).
Expanding this concept to extruders having non-circular apertures requires computing the roll angle of the extruder nozzle. I argued that by mapping the 3D
surface to a canonical 2D domain, we simplify the problem by recasting the main
motion heuristic (i.e. the controlled path overlap) as a convolution. We first generate
positional interpolation points on the surface using an augmented geodesic distance
field relative to the surface’s curve boundary. The additional factor here is that we can
explicitly impose extruder configurations based on the surface’s geometric properties
(for example the local curvature). Additionally, we can also incorporate several robot
workspace quality descriptors such as the length index, the manipulability measure,
friction cones etc., as supplementary control parameters of the synthesized motion.
This seamless integration of form and function is one of the hallmarks of this
generic framework.
The complete 6DOF configuration of the extruder is computed as an optimization
problem where the objective function is conveniently expressed as a convolution. The
advantage of this approach is that it easily scales to extruders with arbitrary extruder
apertures. Indeed, by simply modifying the convolution kernels from a bivariate
Gaussian distribution to any suitable shape functions, we can model virtually any
planar aperture without loss of generality.

Chapter 4

Conclusions
While FDM started as an experimental yet cost-effective prototyping technology,
albeit much more inaccurate than other consecrated technologies such as SLS or
SLA, it was implemented primarily on 2.5-axis machines. Since then, it evolved to a
full-grown industry, bringing the expertise of professionals in additive manufacturing
technologies, robotics and material science to the general public.
The traditional XY-motion configuration of FDM printers, originally borrowed
from manual milling machines, seeped into the core process architecture. Not only
that the mechanical design of these printers has been specifically geared towards this
kinematic configuration but probably more importantly, the slicing software and its
accompanying motion interpolator have been designed for a very limited family of
translations. As a result, the FDM process has been heading towards a wall, where
the only chances of improvement reside in minute changes in the filament chemistry
or an even higher impedance control of the servos.
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This final chapter aims to summarize some of the key contributions brought
on by this research and discuss its applicability to the overall field of Additive
Manufacturing.

4.1

Contributions

To the best of my knowledge, this body of work describes the bleeding edge in terms of
robotic 3D printing coupled with non-circular deposition stencils. This work presented
in this thesis has been focused towards a unifying framework for robotic 3D printing.
In the previous chapters, my goal has been to answer two very simple yet loaded with
subtext questions:
1. What can we build?
2. How?
The answers to these questions are two the main contributions of this thesis, explained
in intimate detail in Chapters 2 and 3. In addition, over the next two sections I will
attempt to expand on this matter and explain the intricate connection between these
two fundamental questions from a more birds’ eye view of the subject.

4.1.1

Computing build volumes

Chapter 2 subsumes the results of an exploratory research conducted in order to
assess the viability and usefulness of multi-axis 3D printing, and in particular to
Fused Deposition Modeling. To do so, I have studied the build volumes problem
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in an atemporal reference frame where the machine motions and the corresponding
end-effector configurations are solely dependent on a set of parameters controlling
the n Degrees of Freedom of motion, but independent of each other and decoupled
from time. Having the connection to physical time interrupted, brought forward
a generalized method of computing the maximum volume which can be built by a
particular extruder, rigidly connected to an arbitrary kinematic linkage with respect
to a given ”nominal” target.
The formulation requires no specific geometric representation of the input and
makes no assumption about the number and configurations of the motion’s degrees of
freedom. As a matter of fact, it even supports redundant arm architectures such as
Fetch [148] or Sawyer [149]. Furthermore, the aperture of the extruder can have any
planar shape, and at least in theory can support even disconnected sets (i.e. dual
nozzle).
The first test samples presented (coastal outline of Japan, Figures 2.4.1 and 2.4.2)
were highly irregular planar sections. I chose this route to emphasize the limitations of
traditional 2.5-axis printing and present one-to-one comparisons between what can be
built with a classic, off-the-shelf machine, versus a robotic FDM system constrained
to only 2D motions. In combination with an oval-shaped extruder we have achieved
an increase in print coverage of 17.62%.
The currently untapped potential of robotic FDM is showcased in Figure 2.4.6
where the full 6DOF configurations of an oval extruder can be synthesized with respect
to the nominal geometry of a 3D model. In simpler terms, the illustrations show
what is the largest volume we can fit inside a given arbitrary 3D geometry if we could
position an oval aperture extruder in any 6D configuration needed.
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Not only this fully answers the first fundamental questions but also provides
a solid foundation for motion planning.

Since we can already enumerate those

configurations where the extruder is maintained inside the desired geometry, path
generation becomes a search problem in a higher dimensional space, which has been
well studied. Possible solutions include generating space filling curves (such as Peano
curves), random walks, greedy algorithms etc.
One final and powerful contribution of this geometric framework is the ability to
detect the impossible to print regions of the 3D build. Whereas classic slicers detects
them using difficult to compute intersection problems, this approach supports them
natively, and relies simply on setting a bit flag. The Inverse Trajectory which is at
the core of this mathematical framework can quickly sample points on the boundary
and mark those which will never be ”visited” by the extruder, regardless of the endeffector’s configuration.

4.1.2

Motion synthesis

Chapter 3 presents a fundamental study on path planning for both the traditional
2.5-axis and the 6DOF kinematic configurations on one hand, and respectively FDM
extruders having circular, elliptical and finally arbitrary nozzle apertures on the other
hand. I have deliberately chosen to focus on generating the extruder trajectories solely
based on the geometry of the extruder and that of the target 3D geometry. Though
important aspects in any practical applications of motion control, this study does not
incorporate the machine dynamics, or any form of control theory. Without loss of
generality, I have decoupled the task of path planning (i.e. generating a suitable set of
configurations the end-effector must visit), and that of motion generation. In doing
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so I have essentially introduced the weak assumption that we can always generate
an interpolation between two 6DOF configurations in the Euclidean space. This
assumption is reasonable since the topic of motion interpolation is well-studied for
over several decades [25][57][132][163], and excellent open-source interpolators exist
[165].
Perhaps the simplest approach to generate suitable print head trajectories is to
develop a selection algorithm where the already computed configurations generating
the maximum build volume are used to generate continuous paths. This method uses
medial axis as a tool for both quantizing the interference volume between neighboring
paths as well as computing the planar heading angle of non-circular extruders. The
path planner described in Section 3.4 was originally designed for 2D layers, although
at least in theory, it can be extended to 6DOF configurations and layerless builds. To
compute the planar trajectories, the algorithm only supports elliptical extruders in
addition to the circular aperture ones. Although this severely limits the applicability
of this planner to only disk and oval nozzles, it is perhaps the more straight-forward
computer implementation and requires a minimum hardware change to a real 3D
printer (i.e. adding a fourth degree of freedom in the form of a rotation about the
extruder’s center axis).
Refactoring the computer implementation of this path planning algorithm to
support layerless builds, would require calculating the 3D medial axis of arbitrary
geometries. Though a known research topic [67][106][156], computing 3D medial
axis is often an expensive task. Since the main goal of this thesis is to develop
a computationally cheap end-to-end system, to simulate and deploy a multi-axis
3D printing process for given arbitrary nominal geometries and nozzle shapes, an
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expensive computing module which requires specialized hardware including a GPU
or a multi-processor architecture would defeat this goal.
To alleviate this problem, a novel path planner was developed which does not
make assumptions about the planarity of the trajectory being generated or about
the shape of the print nozzle. Section 3.8 offers a detailed explanation about this
alternative method. The main heuristic here is to control the interference volume
between successive routes of the extruder. The unary building block of this planning
technique lays in the ability to compute the overlap between two distinct instances
of the extruder, posed in arbitrary configurations.
We begin by generating the initial positional components of the extruder’s pose.
Inspired from 5-axis CNC milling, this positioning is achieved by computing a scalar
geodesic distance field over the entire target surface. Although the path planning
algorithm has no preference whether the nominal surface is open or not, practical
experience indicates that an open surface is preferred in order to promote adherence
between the first deposited trace (a 3D layer for example) and the printer’s build
plate. The thesis contains a brief discussion on this subject and provides an additional
example where the distance field is taken with respect to a singular point. In the next
step we are evaluating iso-curves relative to the distance field’s seeding geometry
(point or 3D curve). This allows one to unambiguously generate non-overlapping and
non-self-intersecting 3D trajectories of the given extruder nozzle (although positioning
only and no orientation). The spacing between these iso-curves is assumed to be
constant during this initial setup and chosen as the mean diameter of the nozzle.
The pitch and yaw angles are computed by prescribing a normal attitude of the
end-effector relative to the given 3D surface.
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The last degree of freedom to be resolved is the roll angle about the extruder’s
center axis. This is computed by enforcing a controlled amount of overlap during
the sweeping motion of the extruder. By parameterizing the 3D surface to a 2D
domain and measuring the map deformation we can replace the costly volumetric
computations of the overlap by a simple convolution. Not only this significantly
decreases the computational complexity but at the same time it allows one to prescribe
virtually any shape to the extruder’s nozzle.
We pose the path planning problem as an optimization where the objective function
is subjected to two main constraints: the range of overlap and the maximum local
angle variation during the interpolation process. The roll angle variation can be an
arbitrary fixed value, or alternatively expressed in terms of the 3D surface curvature
at that location in space. The latter has the advantage of handling surface quality
characteristics explicitly in the formulation of the optimizer. Surface curvature for
example can encode a preferred range of roll angles where surface quality issues
due to over-extrusions or over-heating can be minimized. Theoretically, all process
features which can be surface parameterized can be incorporated in the definition
of the optimization function. This also includes robot workspace quality descriptors
such as the length index or the manipulability index.
Alternatively, these process descriptors can be expressed as corrections of the
geodesic distance field. By intentionally distorting the distance field, we are in fact
creating path corrections before launching the optimization algorithm, thus forcing
the optimizer to choose suitable roll angles which only satisfy the overlap condition.
Though the net effect on the path generation should be similar.
On a similar note, the pitch of the iso-curves can be varied during the optimization
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process. When the roll angle is approaching its prescribed range limits, the optimizer
can in fact accommodate translating the iso-curves along the nominal surface. Though
not implemented in the accompanying software implementation, this feature is easy
to integrate and can be used as a powerful tool for reducing the brittleness of the
optimization result and improve the robustness of the overall path planner.
As a remark, the algorithm implicitly does not tolerate positive air gaps (i.e. traces
deposited without any overlap whatsoever). This is due to the objective function of
the optimization process. Since the result of the convolution cannot be negative and
moreover, maintained above a preset threshold, the planner cannot generate isolated
trajectories.
In the case of 2.5-axis machine architecture, the path planning algorithm leverages
the collision free workspace of the extruder in each layer. No such guarantees can
be made for 3D motion planning. However the path planner presented in Section
3.8 mitigates trajectory self-intersections by leveraging the property of the nonintersecting iso-curves evaluated from a geodesic distance field. This ensures that
the output traces contain no crossovers. In a related way, singular configurations (i.e
end-effector poses which cannot be connected or incorporated with other trajectories)
can be handled by the motion interpolator itself. In the traditional FDM process,
singular configurations are simply ignored when the trace length falls below a preset
value or deposited immediately before moving to the next layer to minimize filament
drag.
Though traditionally a control theory problem, I would like to touch on the issue
of mechanism compliance. In the 2.5-axis case, 3D printers rely on a certain rigidity
of their mechanism to ensure an accurate build and to minimize surface defects. For
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this reason, traditional 3D printers generally do not employ positional encoders. The
high compliance characteristic is only optional for high-DOF mechanism since they
almost invariably employ at least one type of joint encoders (positional, acceleration,
force-torque etc.) and therefore are much less affected by actuation inaccuracy. As
a result, an added benefit of robotic 3D printing is that the mechanical structures
are no longer required to be characterized by high stiffness; with the right control
architecture, flexible joint robots can match or exceed the positional accuracy of
their rigid counterparts.
In conclusion the unifying framework presented in this thesis lays the foundation
of a new paradigm in Additive Manufacturing: 3D printing with arbitrary stencils.
Although presented particularly for Fused Deposition Modeling, this process is used
simply as a vehicle to illustrate the benefit of using non-circular print head apertures
moving according to fully defined 6DOF configurations. The mathematical derivation
makes no implicit assumptions about the representation of geometry, enabling any
possible computer implementations which supports distance queries. The maximum
build volume can be regarded as a visualization of what can we print given a particular
nozzle shape and the machine’s kinematic configuration. Given the fast computing
time of these volumes, they can be quickly compared pair-wise, using classic techniques
such as the Hausdorff distance, which will enable the automatic selection of suitable
extruder apertures given specific target geometries. In a sense, this step can be
viewed as a simulation of the process capability. There is an infinite set of motion
paths which will resolve the maximum build volume computed in the previous step.
The motion planner presented earlier simply shows how a suitable subset of 3D paths
can be generated based on a set of predefined motion heuristics including AM process
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characteristics, mechanical system quality constraints, surface aspect features and
many more. The framework supports distinct yet equivalent methods of prescribing
the motion parameters which makes a possible computer implementation flexible to
different combinations of available open-source libraries and coding styles.
The ability to compute the as-built model and generate the as-manufactured
part geometry in one monolithic formulation endows this framework with the rare
distinction of a true end-to-end system.

4.2

The future of Additive Manufacturing in the
context of robotic 3D printing

Additive Manufacturing is regarded as a core component of the fourth industrial
revolution, alongside with the Internet of Things, quantum computing, artificial
intelligence, autonomous vehicles, nanotechnologies, biotechnology and 5G wireless
communications [27][150]. The fourth industrial revolution (Industry 4.0), associated
by Klaus Schwab with the second machine age, is characterized by a synergy of
technologies where the physical and digital boundaries are not clearly defined [64].
Between 2015-2016 the AM industry has slowed down to a modest 5% growth
due over-hyping and far too demanding expectations of the capability of 3D printers,
especially related to their accuracy and the choice of materials. Wohlers report for
2018 (the eponymic industry report analyzing the volume of 3D printing equipment
sold each year) [177] indicates that the Additive Manufacturing industry alone has
surpassed US$7.3 billion, with an additional 80% surge in 3D printer sales from 2016
to 2017. As a frame of reference, the value added by the entire manufacturing sector
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in 2017 was US$13.49 trillion according to the World Bank [15]. New companies are
entering the market with 3D printing solutions that are far cheaper, open-platform
and easier to set up. The trend appears to be accelerated by significant advances in
new material technologies, increased manufacturing speeds and larger build volumes.
One of the dominant limitation of AM as a process was the limited choice in
materials. Moreover, traditional printers could not accommodate mixed material
printing, which is what injection molding and other high throughput technologies
are already comfortable with.

At the date of publishing this thesis, the list of

thermoplastic materials for AM include bio-degradable, high tensile strength and food
safe options. Advances in material science allowed the development of thermoplastic
containing metallic powders or even cellulose.

These materials promote specific

physical properties, notably heat and electrical conduction, but also related to the
physical appearance, tensile strength or paramagnetic properties.
The introduction of metallic infused plastics opens broad perspectives in the
tooling industry. Tooling represents a significant cost in the process landscape of
any consumer product, far surpassing the cost of R&D. In particular, dies and
casts which are currently manufactured using traditional subtractive techniques (i.e
turning, milling, eroding, wire-cutting, etc.), can now be potentially produced using
AM techniques such as SLS or even FDM. Robotic AM can further improve the
applicability of 3D printing in tooling by improving the geometric accuracy between
the modeled and the finished part, while at the same time reducing the porosity of the
built parts. Traditional SLS printing requires a controlled atmosphere environment
and it is inherently slow due to its thin layer approximation of the 3D model. A
possible future implementation of metal printing can involve localized deposition
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using metal filler rods (i.e welding) and industrial robots. At this date, robotic
welding is significantly far from autonomously generating the 3D paths necessary to
manufacture a 3D model completely out of weld filler, similar to FDM. With the
theoretical foundation laid in this thesis however, this AM technique can be easily
implemented after realizing that MIG/MAG welding and Fused Deposition Modeling
are very similar from a trajectory generation point of view. The current alternative to
robotic welding is metal jet cladding, also an Additive Manufacturing technique (see
Section 1.3). This process is significantly faster than SLS and supports integration
into the new robotic AM paradigm. However, this process often requires a sintering
stage to ensure proper fusion of the deposited material (fine beads). Although this
step can be done in batches, it requires additional capital investments and it also
implies special safety concerns to operate. In the context of material strength, robotic
3D printing will likely create a shift in the design of 3D models since printed parts with
fully spatial tool trajectories do not specifically need supporting structures, both in
the interior or exterior of the surface boundary (see Section 3.8 for an explanation).
This will of course reduce the weight of parts as a direct benefit, just as it will
also grant designers more freedom in their concept since the parts no longer require
specific engineering features, solely incorporated to increase the parts rigidity during
the printing process.
Another notable advancement in 3D printing is the increase in the machine’s
build volume. Initially, rapid prototyping machines featured a usable workspace of
about 10cm3 which severely limited their applicability to small builds, specially scaled
models and other prototypes. Though current machines support much larger build
volumes, commonly in the 100cm3 range with a trend of increasing the volume still,
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they suffer an inherent problem of workspace limitation due to the basic design of the
3D printer. In a traditional sense, a larger model invariably demands a larger printer,
and with that increased acquisition, operation and maintenance costs. Robotic 3D
printers on the other hand will not follow the same trend. Although an industrial
robot arm has a fixed maximum workspace by itself (which is usually much larger
than the machine to start with), they do not define an upper limit on the build
volume embedded in their design. The effective workspace where the process takes
place can be extended virtually to any size by repositioning the robot arm with
respect to the workpiece. This technique is routinely used in robotic assembling of
heavy machinery, the auto manufacturing industry, warehouse automation and others.
The same principle can be used for rapid prototyping, where a relatively small and
inexpensive industrial robot arm can be used to build much larger parts of virtually
any size, shape and aspect ratio, just as long as the relative position of the robot with
respect to the build plate can be measured with reasonable accuracy.
Similar to the clear advantage of building large models, robotic 3D printing
can be easily incorporated into multi-agent manufacturing. Although not directly
addressed, the path planning framework discussed earlier is perfectly suitable for
collaborative manufacturing, which is a core component of Industry 4.0. The multiagent configuration can be deployed for the same print process by a simple scheduling
of neighboring trajectories. This trend of collaborative manufacturing is already under
experimentation for flexible CNC machine centers where simultaneous turning and
milling operations are performed in a collision-free path planning architecture.
A related topic where robotic 3D printers are well suited is hybrid manufacturing,
where both subtractive and additive operations are performed on the same part. At
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this date, hybrid manufacturing resumes to casting or 3D printing oversized semifinished stocks and then machine them to accurate dimensions using traditional
operations such as 5-axis CNC milling, in two distinct operations sequential in time.
The next generation of 3D printers (i.e. robotic AM) can potentially remove the
time delay between the additive and subtractive operations. Similar to flexible CNC
centers, robotic arms can be incorporated into the process to simultaneously perform
additive operations, impossible to manufacture with traditional techniques (such as
closed pockets, deep 3D grooves, sharp angled surfaces etc.).
An exciting new application of Additive Manufacturing is space exploration. On
September 21st 2014, aboard the SpaceX’s Dragon shuttle, the first ever 3D printer
[108] was delivered on board of the International Space Station during a resupply
mission [128][129]. The likely challenges of micro-gravity printing on board the ISS
are primarily related to the safety of operation and filament repurposing. The main
advantage of having an AM technology for space exploration missions is the ability to
build virtually any tool or replacement part needed, followed by a complete recycling
of material and re-spooling for future use. Though it is common to 3D print subassemblies and specific tools for operating and maintaining on-board equipment, AM
can also be used to manufacture personal items such as cutlery, food and water storage
containers etc.
In these situation, the material toxicity becomes the predominant concern. The
main risks concerning food-compatible filaments are associated with toxic particles
created during the actual build process, and to the material chemistry itself. During
printing, a phase transition usually occurs which allows the material to flow in a semiliquid state and freeze on contact with the build plate or some other printed layer. In
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this process toxic fumes can be released, such in the case of Acrylonitrile Butadiene
Styrene (ABS) which releases vapors of ammonia, phenols and hydrogen cyanide
(HCN, sometimes called prussic acid ), when it is heated to temperatures in excess
of 200o C. The 3D printing process can also release air born nano-particles (particles
smaller than 1µm) which can be directly absorbed by skin contact or through the
pulmonary alveolus [118] which can lead to pulmonary diseases such as asthma or
bronchitis. Advances in food-grade materials led to the development of FS-PLA
(food-safe polylactic acid) and PET (Polyethylene terephthalate) among others. They
also exhibit good mechanical properties making them suitable for building hardware
components or even tooling. Also with the introduction of mixed filaments, ceramics
can now be used as base material for food-grade applications.
The last vector of the 3D printing’s applicability in space exploration is the ability
to recycle the material after use. Though filament is predominantly obtained from
virgin plastic pellets, recycling is also a viable option given the right set of process
parameters. Recycling can be done on site using simple to use desktop sized machines
[142].
Robotic 3D printing has a much broader use in the context of space exploration
and colonization. One of the major concerns with any mission is the equipment’s
integrity during liftoff. Sensitive hardware such as solar panels, heat shields, antennae,
scientific instrumentation and many other components can be easily damaged by
the intense vibrations and accelerations experienced by the shuttles. Currently the
only measure to prevent damage is heavy bracing which not only increases the
payload but the hardware must be specifically engineered to survive the trip and
then the deployment, rather than focusing on the functionality. The inherent process
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flexibility of robotic 3D printing would allow future missions to manufacture on-site
communications and energy harvesting devices which are only required once in orbit
and can be constructed to exact specifications. Micro-gravity can be leveraged here
to construct large sized antennae with relatively small robotic 3D printing equipment,
which would ensure higher gains and selectivity. Similarly, solar harvesting devices
can be transported to a lower orbit as rolls of photo-voltaic film while a robotic 3D
printer could construct custom rigid or articulated apparatus for deploying the solar
”panels”. Additionally, since the printing process can generally be conducted in hard
vacuum, cobots (i.e. human collaborative robots) equipped with AM apparatus can
be deployed on the exterior of space installations to carry out online repairs, and
thus reducing the number of EVAs (extravehicular activities) during maintenance
and repair missions.
Perhaps on a longer term, robotic Additive Manufacturing could potentially have
a significant impact in planetary colonization. Current applications of FDM include
building micro-homes and food manufacturing. As possible future applications, such
technologies can be used to build and develop settlements without the need of human
physical labor, in anticipation of the arrival of colonists. Such a scenario where robots
are used to build the necessary infrastructure for human dwelling is not exactly a
strange concept given the recent advances in the greater field of Deep Learning (DL)
and Reinforcement Learning (RL). Tools such as convolutional neural networks and
adversarial networks have far surpassed the ubiquitous image classification problem
and are used today for complex tasks such as semantic segmentation, frequently
employed in autonomous driving and 3D simultaneous localization and mapping
(SLAM). The world-wide trend of population aging has also driven the field of robotic
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assisted living by developing machine learned algorithms for automatic grasp pose
detection and imitation learning. Combined, all these technologies are coherently
focused on integrating robotic devices in the seemingly mundane tasks of every
individual. Since AM is already a strong component of fabrication and even the daily
life, it is not unlikely that robotics will eventually replace its specialized hardware
with generic kinematic architectures (i.e robot arms), and its hand-crafted computer
models with Artificial Intelligence.
This thesis presents a generalized mathematical formulation for robot 3D printing,
unencumbered by specific process design choices such as the deposition method,
machine kinematic configurations, or the particular geometry of the filler delivery
apparatus.
Subsequently, the impact of this unifying framework is not only a consequential
foundation of robotic additive manufacturing, but also a core contribution to the
sustainable technological advancement of the fourth industrial revolution.
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[80] Kai Hormann, Bruno Lévy, and Alla Sheffer. Mesh parameterization: Theory
and practice. 2007.
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